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Abstract: Intelligent driver assistance systems are becoming increasingly popular in modern passen-
ger vehicles. A crucial component of intelligent vehicles is the ability to detect vulnerable road users
(VRUs) for an early and safe response. However, standard imaging sensors perform poorly in condi-
tions of strong illumination contrast, such as approaching a tunnel or at night, due to their dynamic
range limitations. In this paper, we focus on the use of high-dynamic-range (HDR) imaging sensors
in vehicle perception systems and the subsequent need for tone mapping of the acquired data into a
standard 8-bit representation. To our knowledge, no previous studies have evaluated the impact of
tone mapping on object detection performance. We investigate the potential for optimizing HDR tone
mapping to achieve a natural image appearance while facilitating object detection of state-of-the-art
detectors designed for standard dynamic range (SDR) images. Our proposed approach relies on a
lightweight convolutional neural network (CNN) that tone maps HDR video frames into a standard
8-bit representation. We introduce a novel training approach called detection-informed tone mapping
(DI-TM) and evaluate its performance with respect to its effectiveness and robustness in various scene
conditions, as well as its performance relative to an existing state-of-the-art tone mapping method.
The results show that the proposed DI-TM method achieves the best results in terms of detection
performance metrics in challenging dynamic range conditions, while both methods perform well in
typical, non-challenging conditions. In challenging conditions, our method improves the detection
F2 score by 13%. Compared to SDR images, the increase in F, score is 49%.

Keywords: high dynamic range; tone mapping; deep learning; object detection; autonomous driving

1. Introduction

According to studies by the Governors Highway Safety Association (GHSA) [1] and
the National Highway Traffic Safety Administration (NHTSA) [2], between 50% and 75%
of fatal traffic accidents involving pedestrians occur at night, despite the decreased traffic
flow. One of the main contributing factors to nighttime accidents is impaired visibility
due to insufficient light. Although the human eye is adaptable to a wide range of light
conditions, it has trouble adjusting to low-light conditions. Blinding lights are also a
significant challenge that impairs a driver’s vision.

Increasing the vehicle’s autonomy is expected to improve traffic safety by reducing the
impact of human error [3,4]. The intermediate steps towards achieving full autonomy include
the incorporation of increasingly intelligent sensing and control technologies in vehicles to
assist human drivers [5,6], referred to as “advanced driver assistance systems” (ADAS).

In the context of challenging light conditions, the ratio between the brightest and
the darkest perceivable light level is defined as the dynamic range (DR). Digital cameras
used in commercial automotive vision systems are more limited in dynamic range than
the eye, typically at around 70 dB. This is insufficient for a number of driving conditions.
For example, oncoming car headlights at night or the sun low at the horizon are blinding to
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a typical sensor. Entering and exiting a tunnel introduces challenges of the stark contrast
between dark and bright, where the sensitivity of a standard sensor can adapt well only to
the bright or dark areas of the scene, but not both simultaneously. Such conditions impair
visibility and pose a danger to drivers and other road users.

For ADAS and autonomous vehicles, using a high-dynamic-range (HDR) sensor with
a low sensitivity threshold and a high saturation capacity is beneficial to increasing the
signal-to-noise ratio (SNR) of the captured images. To encode HDR data, a representation
of more than the standard 8 bits is required. For example, the automotive HDR sensor of
the Sony IMX490 (Sony, Tokyo, Japan) uses 24 bits. However, processing high-bit-depth
data requires more powerful computational resources than what is available on onboard
computers. Another challenge is the limited availability of perception algorithms that work
with high bit-depth data. The majority of state-of-the-art computer vision methods are
optimized for 8-bit standard dynamic range (SDR) images, which makes them incompatible
with high-bit-depth HDR data.

One solution is to adapt the existing algorithms to work directly with HDR input.
The limitations of such a strategy are the need to redesign the state-of-the-art methods to
a non-standard data representation, as well as the need to acquire sufficient new data to
retrain the algorithms. We approach this problem from the perspective of adapting the
input data instead, reasoning that it has a greater potential for facilitating the integration of
HDR cameras in intelligent perception systems. Our approach is to non-linearly compress
(tone map) the HDR data into a standard 8-bit representation, for application in object
detection tasks for environment perception in traffic.

In this study, we demonstrated improved detection capabilities over a conventional
tone-mapping-based detection system by specifically optimizing the tone mapping process
for the detection of traffic-related objects. We compressed the intensity range of HDR
images through object-aware tone mapping into an 8-bit/color channel representation
while preserving the important image information. In comparison with other tone mapping
operators developed for perceptual picture quality, our method helps to improve object
detection while maintaining a natural image appearance.

Section 2 presents an overview of relevant literature related to high-dynamic-range
imaging and tone mapping that optimizes the visual quality, as well as optimization of
algorithms designed for more specific tasks that use HDR inputs. In Section 3, we describe
the proposed algorithm for tone mapping using a deep neural net, optimized with respect
to object detection performance for automotive applications. The experiments and results
are presented in Section 4, and Section 5 concludes the paper and discusses future prospects.

2. Related Work

In the research literature, the vast majority of state-of-the-art tone mapping methods
are optimized for enhancement of the image appearance for visualization purposes, based
on models of the human visual system (HVS) or for subjective quality and artistic pho-
tography purposes [7-17]. The majority of these methods consider either local or global
image features, but the most successful approaches typically analyze the input on multiple
scales [9]. Global processing analyzes the overall illumination range, allowing preservation
of the relative intensity differences without introducing artifacts such as halos and contrast
reversal. A local analysis, on the other hand, helps preserve sharpness and enhance details.
Nevertheless, ranking tone-mapping methods is not straightforward and depends on the
evaluation criteria, as found by [11,12]. A recent method, iCAMO06-m [10], builds upon
the perceptual appearance model iCAMO6 [8], and focuses on improving the color repre-
sentation of tone-mapped HDR images. Subjective and objective evaluation experiments
were carried out to evaluate the perceptual image quality of the results, achieving slightly
better results for the modified model. However, these metrics do not adequately capture
the effectiveness of the system for object detection purposes.

Another limitation of the aforementioned methods is that the performance is highly
dependent on adequate hyperparameter tuning. To improve the robustness to changing
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conditions, more recent efforts rely on training a neural network for adapting to a broader
range of scene contexts [14-17]. The limitations of these methods are that they are relatively
computationally complex for implementation in real-time processing, as well as that they
aim for general solutions with perceptual image quality goals. Furthermore, these goals are
often subjective, without a precise and consistent performance metric.

To the knowledge of the authors, the quality of tone mapping operators has not been
thoroughly evaluated with respect to object detection accuracy, and only a few studies exist
that focus on object detection performance in HDR content [18-20]. Furthermore, the ef-
fectiveness of HDR imaging in various illumination conditions has not been extensively
investigated in the automotive vision context. In this work, we aimed to optimize the
process of tone mapping of HDR images to facilitate the detection of traffic-related objects
in challenging light conditions.

In Ref. [18], the object detection performance was evaluated when seven different tone
mapping operators (IMOs) were applied to HDR images. Moreover, the authors retrained
three different neural-network-based object detector heads on a dataset of tone-mapped
HDR images. The training dataset comprises a carefully selected subset of publicly avail-
able HDR images, manually annotated with labels for six object categories. The conclusions
of this paper show that using tone-mapped HDR data results in better detection perfor-
mance compared to using SDR data and that, in the majority of situations, most of the TM
operators result in similar detection performance. However, the analysis does not differ-
entiate between non-challenging and challenging light conditions, whereas the impact of
different tone mapping methods is mostly observed in relatively few but safety-important
challenging scenarios.

In continuation of this work, in [19], the authors explored the feasibility of training
object detectors directly using HDR images. Due to the limited availability of HDR data
for training, they created a pseudo-HDR dataset by applying a dynamic range expansion
operator [21] on a set of SDR images. For evaluation, a small set of true HDR images was
used. On average, the performance of detectors trained on HDR images was similar to that
of detectors that were trained for SDR images and applied to tone-mapped HDR images.
However, an isolated, small-scale study using 126 images of scenes with extreme light
differences indicates a significant performance gain when HDR data are used, due to the
better preservation of meaningful features.

Despite being evaluated on object detection performance, the aforementioned methods
do not receive feedback from a task-specific module such as an object detector. A novel idea
that combines multi-task learning is presented in [20]. The paper proposes a method for
exposure selection as an alternative to using HDR sensors. A model that predicts optimal
exposure values for image acquisition was trained in a joint end-to-end pipeline with image
processing and object detection modules. The entire pipeline is supervised only with the
object detector loss at the end. The reported results indicate that the proposed method
outperforms the standard luminance-based and gradient-based auto-exposure control
methods in supporting the object detection task for several automotive object categories.

In Ref. [22], the authors propose a novel approach, called TMO-Det, that jointly
optimizes a generative adversarial network (GAN)-based tone mapping model and an
object detector. Next to the discriminator, the GAN architecture is extended with a de-
tection branch, which also provides feedback to the generator. The training loss function
is augmented to enforce not only visual similarity to a classical tone mapping method
but to also maximize object detection performance on the generated images. The main
conclusions of this paper are that training the tone mapping GAN model jointly with a
detector can achieve higher detection accuracy compared to classical TMOs as well as
compared to GAN-based tone mapping architecture without jointly training with a detector.
However, according to the authors, this increase was not very significant. Nonetheless,
considering both detection performance measured by average precision (AP) and image
quality measured by the Tone-Mapping Quality Index (TMQI) [23], the proposed method
achieves the best results among the compared TMOs.
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Since the main goal of this work is the application of tone mapping in an autonomous
driving context, we have evaluated the effectiveness of several successful classical state-
of-the-art tone mapping methods from the literature [9,24-27]. They were evaluated
in terms of object detection performance applied to the tone-mapped outputs of each
method. The evaluation confirmed our assumption that quality metrics such as SNR,
contrast, or color saturation are not indicative of the performance of each tone mapping
method in detection applications, and methods can vary in their robustness to scene
conditions. Based on a comparison between many different state-of-the-art methods, we
have selected the method of Farbman et al. [9] as a state-of-the-art representative in further
evaluation. This is an edge-preserving filtering technique based on weighted least-squares
optimization. In HDR tone mapping, it is used for compressing the luminance while
preserving the details.

In the proposed method, all algorithm design choices consider the effect on the
detection of traffic road users. For evaluation purposes, we relied on HDR images simulated
from images in a public SDR traffic dataset [28], as well as our multi-modal traffic dataset
including true HDR data with “person” annotations [29].

3. Proposed Method

In this paper, we present a tone mapping method that generalizes to the large variety of
light conditions that is encountered in driving scenarios. The optimization of the algorithm
is set in a learning-based framework using a convolutional neural network (CNN) trained
to perform tone mapping of HDR images while maximizing image quality and object
detection objectives.

The proposed method introduces three main novelties:

¢  The method emphasizes accuracy in image regions containing objects of interest by
increasing the sampling density of these image regions during the neural network’s
stochastic gradient descent training.

*  During training, data augmentation techniques are used to improve the model’s ro-
bustness to challenging lighting conditions, particularly in traffic situations. The aug-
mentations are informed by an analysis of factors identified as having a significant
impact on detection performance in a study we conducted for this research.

¢ Unlike most HDR methods in the literature, the method is evaluated using real driving
data, with detection accuracy measured in the context of traffic safety. Additionally,
the method’s tone mapping performance is evaluated on challenging data, which is a
small but important subset of traffic situations.

3.1. Network Architecture

The design of the network architecture was inspired by ExpandNet [21], which is a
framework originally designed for HDR expansion (inverse tone mapping). In this work,
we adapted a simplified architecture based on ExpandNet for tone mapping. The architec-
ture utilizes multi-scale processing and draws from successful classical approaches while
maintaining low complexity.

Figure 1 illustrates the structure of the proposed tone mapping method. The full-
resolution HDR image is passed through convolution layers of size 3 x 3 x 64 and convolu-
tions of size 3 x 3 x 128, followed by non-linear activations (ReLUs) in a local processing
branch. The local branch encodes local image features related to object edges and struc-
tures, with the purpose of ensuring correct contrast compression without contrast inversion
and halo artifacts. A global branch applies strided 3 x 3 x 64 convolutions followed by
ReLUs and a 4 x 4 x 64 convolution to summarize the global illumination into a single,
64-element vector. The effect of this branch can be interpreted as analogous to calculating a
global image histogram in classical methods. A final fusion branch concatenates the local
features with the global representation and applies two full-resolution convolution layers:
a convolution of size 3 x 3 x 64 followed by a final layer of size 1 x 1 x 3. The output is a
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tone-mapped RGB image suitable for 8-bit quantization without a significant loss of details
in the relevant luminance ranges and local regions.

Computational efficiency is an important constraint for computer vision systems in
autonomous driving and advanced driver assistance systems (ADAS) applications. Consid-
ering efficiency, we identified the middle “dilation” branch from the original ExpandNet
architecture as the least contributing and omitted it in the simplified design shown in
Figure 1 while still preserving the local and global branches. The number of trainable
parameters was reduced by approximately 25%, and our experiments confirmed that the
reduction did not cause a noticeable loss in learning capability.

Global branch

3x3x64

-3><3><64

Full HDR input i
Fusion layers

256 x 256

3%x3x64
3x3x64
3x3x64
4 x4 %64

replication

.3x3><64

Resized
HDR input

192 SDR output
concatenation

Local branch

Figure 1. The proposed tone mapping architecture was inspired by ExpandNet [21], and it was
simplified by discarding a branch of layers called the “dilation branch”, which operates on the full
resolution with a wide perceptive field and is therefore computationally complex. The network
is comprised of convolutional layers followed by ReLU activations. The global branch spatially
down-samples the feature maps in each subsequent layer through skip convolutions, and the local
branch operates at the original resolution. The fusion layers combine the local and global features
into an output tone-mapped image.

Consequently, the proposed tone mapping architecture has 340,227 trainable parame-
ters, which is only 0.5% of the size of YOLO v3. In terms of calculations, our architecture
performs 290 million floating-point operations (GFLOPs) for a 3-channel image of size
1.6 Mpixels, which is approximately 46% of the complexity of YOLO v3 for the same
image size.

3.2. Training Cost Function

Our tone mapping CNN is trained to map the intensity range of the input HDR
images by enforcing similarity between the output and a reference SDR image. The original
similarity loss proposed in [21] is suitable in our framework as well since it ensures correct
color and detail reconstruction. Following the definition in [21], the loss £L(Z,Y) between
the output image Z and the reference image Y is defined as a linear combination of the
mean L;-based loss and the mean cosine similarity-based loss Lcs, with a constant linear
coefficient A = 5:

L(Z,Y) =L1(Z,Y)+ ALcs(Z,Y), 1)

where [ (Z, Y) is the mean absolute difference between the output image Z and the ground
truth image Y averaged over all three RGB color channels and all N pixel locations. This
loss was chosen due to its robustness to outliers and was found to result in sharper images
compared to Ly-based loss.

The cosine similarity (CS) reflects a relative similarity between two colors and is
invariant to the absolute intensity (the vector magnitude). It is calculated as the inner
product of the vectors of RGB intensities at matching pixel locations in the two images,
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normalized by the product of their magnitudes (Equation (2)). The cosine similarity-based
loss Lcg used in this work is inversely proportional to the cosine similarity metric:

Zir, ZiG, Zig] - [Yir, YiG, Yip)"
(Zir, Zic, Zi ]Il I[Yir, Yig, YiBlll

1
LCS(Z/Y):liﬁz H[ (2)
i=1

In the HDR-to-SDR mapping context, this loss is suitable for ensuring correct color
reconstruction, which is less sensitive to luminance compression in the tone mapping process.

3.3. Data Pre-Processing and Augmentation

Currently, to the best of our knowledge, there is no extensive, publicly available
annotated traffic dataset of high-dynamic-range images. Therefore, we relied on a public
automotive SDR dataset [28], based on which we created synthetic HDR training images.
The modifications that simulate different challenging situations applied as an augmentation
to the training set were also applied for controlled, simulated experiments for validation.
Furthermore, for evaluation in real conditions, we collected and annotated our own dataset
with true HDR images [29].

After investigating the main contributing factors that negatively affect detection per-
formance, we focused on two aspects: the robustness to noise and the image brightness in
dark scenes. Modifying the intensity values in dark areas can increase the prominence of
noise and negatively impact the quality and thus detection performance. Our proposed
contribution to mitigating this problem is to focus on improving the contrast-to-noise ratio
of the output images, as described below.

To create a training dataset, we applied different pre-processing and data augmentation
steps to the original SDR images and obtained pairs of input HDR and ground truth SDR
images. This process is illustrated in Figure 2 and summarized in the following steps:

1. A collection of SDR images X1, X3, ... is used as a source for simulating input HDR
images, as well as for a reference during training.

2. Ifadark SDR training image is identified, its exposure is increased by simulating a
higher sensor gain. In the case of a bright (daylight) image, the exposure remains
unchanged. This becomes the target SDR ground truth image Y.

3. The original SDR image is converted into an HDR image Hy using a dynamic range
expansion operator [21]. Poisson noise is added with a random noise variance,
through mosaicking/demosaicking (Hj).

4. A contrast remapping is performed to simulate (augment) alternative and more
challenging light conditions in terms of light intensity contrast (Hy).

5. To make the model robust to various light sources and daylight conditions, a slight
color temperature shift is applied to each training image randomly. This results in
the final simulated HDR image (H). The full HDR image is used as an input into the
global branch of the network responsible for global illumination compression.

6.  Lastly, to give higher significance to the reconstruction of objects of interest, a region is
cropped from the HDR image which is sampled around the center of a known object
location. This region (H) is the input to the local branch of the network responsible
for the local contrast mapping.
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Figure 2. Flowchart of the process of creating synthetic HDR training data from SDR images. The blue
blocks represent the data pre-processing steps that comprise the proposed detection-informed training
procedure. It focuses on creating realistic and challenging training conditions. The training inputs
that are created are an HDR input image and a crop from the same image centered at a known object
location, and they are coupled with a training ground-truth (target) SDR image.

3.3.1. Datasets

The Berkeley Deep Drive (BDD) dataset [28] consists of diverse images of daylight,
night-time, and dawn/dusk traffic scenes in urban scenarios. A collection of corresponding
object annotations are available in the form of 2D bounding box coordinates and labels for
multiple road user categories. The images in the dataset are captured using the automatic
exposure settings of an SDR camera, and stored in an 8-bit representation.

For training we used 3657 images from the BDD dataset. The validation set consists
of a different set of 550 images used to evaluate the model during training, and another
99 images were selected as a test set for objective evaluation of the algorithm.

Our collection of HDR test data [29] is part of a multi-modal dataset recorded in traffic
conditions and annotated in a semi-automatic fashion with labels of the class “person”,
including pedestrians and cyclists. In this work, we used an actual high-dynamic-range
camera (using the Sony IMX490 sensor) with a dynamic range of 120 dB. The image data
were saved in a 24-bit format. We used approximately 370 diverse test images captured in
daylight, twilight, and at night.

3.3.2. Enhancement of Dark Ground Truth Training Images

Our small-scale investigation revealed that in the majority of dynamic range condi-
tions, object detectors are robust to a decrease in contrast. However, low contrast negatively
impacts the detection confidence, and from a picture quality perspective in a driver assis-
tance context, low contrast is also undesirable. Therefore, the proposed approach increases
the brightness of nighttime ground truth images to train the network to enhance the visibil-
ity of objects. Specifically, a nighttime target SDR image Y at pixel location i is created by
increasing the exposure of the original nighttime SDR image X1 by s € [0.5,1.5] stops as:

Y= (x;2)", ©

where the exponential mapping with f = 2.2 serves as a replacement of a camera response
curve, and the parameter s is determined by random sampling from a uniform distribution
to increase the variability in the data and the robustness of the model.

3.3.3. Noise Augmentation

Since noise is inextricably linked to low-light conditions, we propose to incorporate
a noise-augmented training procedure. Noise robustness is achieved by augmenting the
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training dataset with noisy images by adding different levels of signal-dependent Poisson
noise in Bayer mosaicked (raw) image data. The parameters of the Poisson noise distri-
bution are: k = 1, and A is randomly sampled from a range between 0.2% of the pixel
intensity Hy; (corresponding to low amount of noise) and 20% of the pixel intensity Hy;
(high amount of noise). The images are then demosaicked using bilinear interpolation into
full-resolution color images before providing them as input to the neural network. The mo-
saicking/demosaicking aspect is important because it simulates a real sensor and because
this process affects the spatial correlation of the noise in neighboring pixels and therefore
the local contrast. An example of the results of this procedure applied to an SDR image for
visualization purposes is shown in Figure 3.

Low amount of noise Medium amount of noise High amount of noise

Figure 3. Example of simulating different amounts of Poisson noise to augment the training set and
create a model robust to noise.

3.3.4. Contrast Augmentation Procedures

The dynamic range of real-world scenes can vary depending on light sources and
atmospheric conditions. For example, a sunlit daytime urban scene is typically about five
orders of magnitude brighter than an artificially illuminated street at night [20]. Similarly,
the contrast between dark areas and bright lights in nighttime scenes can have a ratio of
10%: 1.

One of the contributions of this paper is the data augmentation approach focusing on
contrast robustness. By simulating realistic conditions, a pool of contrast mapping tech-
niques is created, including gamma encoding, sigmoidal contrast stretching, and selective
region-based non-linear mapping described further. At each iteration, for each training
image, one contrast mapping function is randomly selected and applied to the simulated
HDR output form ExpandNet [21].

Gamma encoding performs non-linear mapping of the image intensity values Hj ;
normalized in the range [0, 1]: Hy; = H17 ;» In our augmentation procedure, we applied
gamma expansion with 7y € [1, 3], selected by random sampling for each training image,
to further expand the dynamic range and effectively increase the contrast by making the
shadows darker. This procedure simulates variability in ambient light in the environment.

The sigmoidal contrast stretching maps the normalized luminance range into a sig-

moidal shape as H ; = LHU, thus stretching the difference between the dark and the

1+e
bright areas within the same bit-depth [30]. By varying k € [4,12], which determines

the steepness of the sigmoid, various dynamic range versions of the scene are created at
each training iteration, simulating a sensor with more limited dynamic range capabili-
ties. With steeper curves, the dark areas become darker and close to the lower sensitivity
threshold, while the bright areas become closer to the saturation limit.

For simulating even more challenging situations in the scene, we applied a selective
degradation procedure that selectively suppresses the luminance in the shadows, with-
out significantly disturbing the bright areas. A selective mask S was used to identify the
shadow regions in the image. Given an input HDR image H; with intensity normalized in
the range [0, 1], the selective mask at pixel i is defined as S; = m The threshold

t to select between shadows and bright areas is determined by uniform random sam-
pling between 60% and 70% of the maximum possible luminance intensity ¢ € [0.6,0.7].
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Finally, the simulation of challenging conditions is achieved as a linear combination as
Hy; = (1 —S;j)cHy; + SiH1 i, where cHj ; is a luminance-compressed (dark) representation
of the image Hj at pixel 7, using an experimentally chosen parameter ¢ = 0.004. Such
modifications correspond to challenging situations such as entering a tunnel or a camera
blinded by strong direct light. Easy conditions are simulated by selecting parameters that
do not increase the contrast significantly, and medium (mixed) conditions are obtained by
blending an easy and a challenging version of a frame, using a random blending weight.

3.3.5. Color Temperature Change

The motivation to augment the dataset with a variable color temperature results from
the observation that the ambient light throughout the day has a variable color temperature
and that camera compensation for it is often inadequate or absent, especially in those
challenging conditions. Taking the color temperature into consideration assists the process
of learning to generalize to images of different color balances. In the augmentation process,
we simulate color temperature variations from 2000 K to 10,000 K following [31]. Since
state-of-the-art object detectors are highly robust to the color balance, this augmentation
predominantly contributes to the visual quality of the image and only affects detection
performance in corner cases which significantly distort the natural appearance of the colors.

3.4. General Training Details

As illustrated in Figure 4, the global branch summarizes the entire image into a single
64-element vector through strided convolutions. Due to the large dimensionality reduction
in this branch, preservation of fine image details is not essential. Therefore, for efficiency,
the image is resized to a fixed size of 256 x 256 pixels before being processed by the
global branch.

128 x 128

Loss
ﬂ calculation

Global branch

crop

loss gradient

Fusion layers

=

SDR output

256 x 256

3 x 3 X 64

B

4 X 4 X 64

replication

o

Sampling at Resized
known object HDR input

locations Chogped

HDR
input H

128 x 128

concatenation

Local branch

Figure 4. An illustration of the proposed training approach using crops at object-centered locations
to focus on reconstruction of details. The size of the convolution kernels is indicated by the numbers
at the corresponding feature maps of each layer.

The local branch looks at local image patches at each pixel location and requires
full-resolution image information, without any loss of detail. To achieve a memory- and
computationally-efficient method, this is implemented by cropping and processing rectan-
gular regions taken from the full-resolution image. To that end, another contribution of
this paper is the selection of regions for training that are fed into the local branch. Since
the end goal is the application of the proposed method in object detection in traffic scenes,
the quality of the output has the highest importance in regions with important road users.
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With the aforementioned considerations, for training, we used crops of size 128 x 128 pixels
extracted through weighted random sampling, focusing on areas where the presence of at
least one object is known from the ground-truth labels.

The network was trained using the Adam [32] optimizer, with an initial learning rate
of 1073, reduced to 10~* during the final epochs, for approximately 3500 epochs, each with
a random variation of the original training set. The batch size was gradually increased
to 16. Training a lightweight neural network using the Adam optimizer combined with
extensive data augmentation helps to mitigate a common training-time issue of vanishing
gradients [33].

The proposed method was developed in the Python programming language using
the PyTorch framework on a Linux operating system. The CNN training and inference
processing was carried out and tested using an Nvidia GeForce RTX 2080 Ti graphics card
with 11 GB of memory.

4. Experiments and Results

To evaluate the contributions of the proposed training procedure, we carried out an
ablation study, where initially a baseline model was trained without the proposed novelties:
the ground truth images were the original (non-enhanced) SDR images, no noise was
added, and the region crops were sampled at uniformly distributed random positions as
inputs to the local branch. The baseline model is used as a reference for comparison with
our proposed training strategy that is informed by an empirical analysis of factors related
to detection performance.

The quality of the tone mapping output was evaluated based on the object detection
performance of the YOLO v3 object detector [34]. We used a YOLO model pre-trained
on the COCO dataset [35], and considered only the traffic-related objects from its multi-
class output.

For a comprehensive analysis, we evaluated the results in several aspects: robustness
to challenging light conditions, robustness to noise, and overall detection performance
by comparison with the state-of-the-art in tone mapping. After a rigorous comparison
evaluation study, the algorithm by Farbman et al. [9] was selected as a representative of the
state-of-the-art (SOTA), due to its strong performance in various conditions.

4.1. Evaluation with Simulated HDR Data

In the first set of experiments, the goal is to evaluate the contribution of the proposed
novelties towards improving the detection quality. The comparison with the baseline
model is to assess relative improvement by applying informed training and comparing it
to the selected classical state-of-the-art method illustrates the absolute performance of the
proposed method.

The first set of experiments focuses on evaluating the robustness of the proposed
method to dynamic range (DR) conditions in the scene. To this end, three different ver-
sions of the test set were created: non-challenging, medium, and challenging set. More
specifically, from the available SDR images in the Berkeley dataset [28], HDR images
were simulated by dynamic range expansion [21] and applying the selective degradation
procedure described in Section 3.3.4 with increasing degradation levels.

The results in Table 1 demonstrate that the proposed tone mapping method DI-TM
significantly outperforms that of Farbman et al. [9] in the challenging cases. We reason
that the strength of the proposed network lies in the training on a versatile set of realistic
conditions specific to traffic situations, such as blinding headlights or street lights at night
and direct sunlight also reflecting from the road. The two methods perform similarly well
on the medium and the non-challenging sets, showing that our model is robust to a range
of different illumination levels while mitigating the need for initial parameter adaptation.
In this experiment, the comparison with our baseline model verifies that the proposed
contrast augmentation steps are effective for training a robust model.
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Table 1. Object detection performance (average F2 score for “person”, “car”, and “traffic light”) of
YOLO v3 [34] applied to the outputs of the classical-state-of-the-art method of Farbman et al. [9]
on our baseline model and the outputs from the proposed detection-informed method DI-TM in
scenes of different dynamic range. The bold numbers indicate the best performance among the listed
methods in each category.

Average F2 Score per Scene Type

Method Non-Challenging Medium Challenging
Farbman et. al [9] 0.48 0.48 0.32
Baseline model 0.49 0.46 0.37
Proposed DI-TM 0.50 0.49 0.44

As an illustration, Figure 5 provides an example of the different levels of simulated
dynamic range conditions and shows the output of the comparison with the method of
Farbman et al. [9]. The proposed DI-TM method produces more consistent tone mapping
results across a range of challenging conditions thanks to the robust training strategy.
Furthermore, in the output of the proposed method, more objects are correctly detected in

challenging conditions due to better detail preservation and contrast adaptation.
Medium

Non-challenging Challenging

HDR inputs
linearly scaled

Tone mapping output
by Farbman et al.

Tone mapping output
by the proposed DI-TM

Figure 5. Example of the performance of the reference SOTA tone mapping method Farbman et al. [9]
and the proposed DI-TM in variable scene dynamic range conditions. The green bounding boxes

represent correct detection outputs (true positives) for “person”, “car”, and “traffic light” combined.
The proposed method DI-TM is more robust in variable and extreme contrast conditions.

From a qualitative perspective, we evaluated the proposed method in terms of its
robustness to noise. In this experiment, three variants of the test set were obtained by
increasing the Poisson noise strength (see Figure 3) that is added to the HDR test set.
The results in Table 2 indicate that, due to the denoising properties of the proposed method,
object detection is less affected by noise in all three categories compared to the method of
Farbman et al. [9]. Furthermore, compared to the baseline model, the noise augmentation
approach proves to be beneficial for detection since it helps the network learn to generate
less noisy images.
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Table 2. Object detection performance of YOLO v3 [34] on the outputs of the classical-state-of-the-art
method of Farbman et al. [9], our baseline model and the proposed detection-informed method
DI-TM in variable degrees of Poisson noise. The bold numbers indicate the best performance among
the listed methods in each category.

Average F2 Score per Noise Level

Method Low Medium High
Farbman et. al [9] 0.43 0.35 0.22
Baseline model 0.43 0.36 0.26
Proposed DI-TM 0.45 0.40 0.34

4.2. Evaluation with True HDR Data

To assess the performance in real-world conditions, we relied on a diverse subset
of 372 annotated frames of our own captured dataset using a pair of SDR and HDR
cameras, aligned and synchronized to match their viewpoints. In total, this subset contains
1398 “person” objects. Comparing to SDR helps to evaluate the benefits of using an HDR
sensor in the automotive context. For objective evaluation of the proposed method, we
relied on the comparison with the method of Farbman et al. [9].

The first experiment focused on the difficulty of the light conditions in terms of
dynamic range, similar to the experiment in Section 4.1, where high-contrast scenes are con-
sidered more challenging for visibility than low-contrast scenes. To keep the original pixel
intensity distribution unchanged, the distinction between easy and challenging subsets
was achieved by manually identifying images of low and high contrast. Due to its higher
representation in the dataset as well as the object detection reliability, this experiment
evaluated only the category “person”.

In Table 3, the detection performance of the object detector for the class “person” is
presented for easy and challenging dynamic range conditions. The results confirm that
using HDR data is beneficial, especially in challenging conditions. Furthermore, the results
show that adapting the tone mapping method specifically for object detection in the
automotive context brings an additional contribution to the detection quality. We believe
that this is a result of the extensive data augmentation process combining variable contrast,
illumination, and noise simulation. Such conditions are more scarce in typical driving
conditions; however, they are critical for the safety and reliability of intelligent vehicles.

Table 3. Object detection performance of YOLO v3 [34] on matching SDR frames, on the outputs of
Farbman et al. [9], and on the proposed detection-informed method DI-TM in selected subsets of easy
(lower dynamic range) and hard (high dynamic range) examples from our own collected dataset for
the category “person”. The bold numbers indicate the best performance among the listed methods in
each category.

F2 Score per Scene Type

Method Easy Challenging

SDR data 0.68 0.41
Farbman et al. [9] 0.73 0.54
Proposed DI-TM 0.75 0.61

An example of a challenging night-time scene is presented in Figure 6. The cropped
regions were further manually enhanced only for visualization purposes. It can be noticed
that due to the high contrast, the pedestrians in the darkness were missed in the SDR image,
while they were detected in the tone-mapped output using the proposed DI-TM. Due to the
highly variable augmentation, our method is robust to changing scene conditions without
any manual interventions, unlike the method of Farbman et al. [9]



Sensors 2023, 23, 5767

13 of 15

SDR image HDR image tone mapped with our DI-TM

— True positive R l

~ —; False negative
& b
Figure 6. An example of a challenging scene in our dataset of SDR and true HDR images. In an
SDR representation, much of the contrast at the object edges is lost, and the objects in the darkness
are invisible to the detector. HDR images preserve fine intensity differences, and our tone mapping
method enhances the details such that they become visible for the detector, as well as for visualization
to a human driver.

Finally, as a qualitative evaluation, we present an experiment focusing on extreme
dynamic range conditions. In this evaluation, the model was applied to samples from
our recorded true HDR dataset. Examples of this evaluation are presented in Figure 7.
The proposed method can suppress the noise, and it is more robust to variable and highly
challenging conditions compared to the representative of the classical state-of-the-art.

HDR image tone mapped HDR image tone mapped
with Farbman et al. with our DI-TM

= rhe noise is
suppressed

2 L X ™

SDR image

pts to extreme
J condltlons

Figure 7. Qualitative evaluation of the robustness of Farbman et al. [9] vs. proposed model DI-TM1
in extremely challenging high-contrast night-time scenes

Both the qualitative and the quantitative evaluations confirm the effectiveness of the image
pre-processing strategies involved in data augmentation. The ideas were motivated by realistic
driving conditions and observations following an investigation into the performance of object
detectors in various high-contrast conditions. On the other hand, the method of Farbman et al. [9]
is among the state-of-the-art in classical tone mapping algorithms; however, it is optimized for
aesthetic aspects of the image quality in photography and cinematic applications.

5. Conclusions

In this study, our focus lies in the design of an HDR tone mapping model aimed at
enhancing image quality while considering the objectives of object detection. We believe
that this approach holds significant potential for facilitating the integration of HDR cameras
into ADAS and autonomous vehicle perception systems. We investigated different factors
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contributing towards good-quality tone mapping, informed by the performance of object
detectors on the tone mapping outputs.

We proposed a detection-informed strategy for tone mapping, referred to as DI-TM,
and evaluated its performance in multiple aspects, including image quality and detection
accuracy. Our findings demonstrate that the proposed approach outperforms classical
state-of-the-art tone mappers in easy and challenging lighting conditions while maintaining
robustness across different noise levels. Compared to using an SDR sensor, the detection
performance improvement in challenging light conditions was 49% as measured by the F,
score, which highlights the advantage of integrating HDR cameras in intelligent vehicles.
Compared to a state-of-the-art tone mapping method optimized for visual quality, with our
detection-optimized approach, we achieved an improvement of 13% in detection accuracy.

These results suggest the promising potential for informed, task-based algorithm de-
sign improvements in the already very researched field of HDR tone mapping, with future
applications in enriching the vision systems of autonomous driving platforms.

Future research will focus on exploring the robustness of the proposed training ap-
proach in multiple-vehicle perception tasks, examining its effectiveness across various
scenarios. Additionally, there is a need to explore the tradeoff between computational
efficiency and performance, especially in the context of adapting existing computer vision
tools or developing novel techniques tailored to handle high-dynamic-range (HDR) data.
This investigation will contribute to the optimization and advancement of more accurate
environment perception systems by application of HDR data in the automotive domain.
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