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Abstract
Decisions about study choice profoundly affect pupils’ educational

pathways and long-term career prospects, yet many still struggle to

select options that align with their skills and interests. To support

more personalized study choice, a serious game named “Kr8cht" was

designed that elicits Flemish pupils’ preferences through pairwise

comparisons of activities. Each activity is linked to study domains

and personality traits based on expert-annotated relevance scores.

However, the current version of the game includes only a limited

set of activities, restricting its ability to accommodate the diverse

needs and preferences of pupils. To address this limitation, we

extensively investigate multi-target regression (MTR) techniques

to automatically predict domain scores for newly suggested ac-

tivities, thereby reducing dependence on expert annotation. Our

findings show that local and chain-based MTR methods trained

on embeddings from frozen sentence-level transformers consis-

tently outperform global MTR approaches and those trained on

embeddings from static or frozen token-level transformer mod-

els. Furthermore, our experiments also reveal that augmenting

the dataset with synthetic activities, which are pseudolabelled

by a MTR model, increases performance with statistical signifi-

cance. The source code for our experiments is available at Zenodo

(https://doi.org/10.5281/zenodo.17834064).

CCS Concepts
• Computing methodologies → Supervised learning by re-
gression; Structured outputs.
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1 Introduction
Study choice is a critical milestone that significantly influences

pupils’ future educational trajectories and shapes their professional

careers. Despite the many studies [57, 51, 54], career choice remains

a challenging task, since study choices are often not fully aligned

with pupils’ capabilities and preferences, especially among pupils

who have not had access to quality education due to socio-economic

disadvantages [58]. It is therefore essential to accurately capture

pupils’ interests in order to support informed study choices. To

better support pupils and to personalize the study choice process,

a serious game called “kr8cht"
1
, a play on the Dutch word for

“strength”, was developed and piloted in several schools across the

Flemish region of Belgium. In the course of the game, as shown

in Figure 1, pupils are presented with a sequence of activity pairs,

which they compare to express their preferences. For instance,

“would you prefer selling waffles at school or reading poetry”?

Each activity in the game is associated with a score for each of

eight study domains
2
of the Flemish secondary education system

and six personality traits following Holland’s RIASEC model
3
[30].

By comparingmultiple pairs of activities, this game provides evidence-

based personalized recommendations for study domains based on

these comparative judgments.

The main issue in the current game is the limited number of

activities available in the game (only 96), which restricts diversity

and limits the exploration of pupils’ preferences. To tackle the issue,

we propose using machine learning to map the activity descriptions

1
https://kr8cht.be/

2
Language & Culture, STEM, Art & Creation, Agriculture & Horticulture, Economics

& Organization, Sports, Society & Welfare, Food & Hospitality

3
Realistic, Investigative, Artistic, Social, Enterprising, Conventional

https://orcid.org/0009-0000-0186-7165
https://orcid.org/0000-0002-4884-9420
https://orcid.org/0000-0003-0983-256X
https://orcid.org/0000-0003-1453-1155
https://doi.org/10.5281/zenodo.17834064
https://creativecommons.org/licenses/by/4.0
https://creativecommons.org/licenses/by/4.0
https://doi.org/10.1145/3748522.3779972
https://doi.org/10.1145/3748522.3779972
https://doi.org/10.1145/3748522.3779972
https://kr8cht.be/


SAC ’26, March 23–27, 2026, Thessaloniki, Greece B. Vos et al.

Figure 1: Screenshot from Kr8cht game for an activity pair.

(in Dutch) to study domain scores, thus enabling the insertion of

new activities created by the teachers or pupils themselves without

the need to rely on an expert panel to provide scores for these

activities. Since the target scores consist of 14 numerical outputs

(8 domain and 6 personality trait scores), we employ multi-target

regression (MTR) methods, supervised machine learning methods

that enable the simultaneous prediction of multiple continuous

variables [5]. As features for the MTR methods, we employ the text

embeddings extracted from several transformer models capable of

handling text in Dutch [19, 59, 13]. Furthermore, considering the

rather limited availability of data, we aim to investigate whether

augmenting the training data with synthetically generated activities

using large language models (LLMs) can enhance the predictive

performance of MTR methods in this context.

To the best of our knowledge, this is the first work to apply

multi-target regression to Dutch text input on a small-sized dataset.

Precisely, we investigate the following research questions: (i) Which

combination of MTR model and embeddings is the most suitable

for predicting scores for newly proposed activities? (ii) Does aug-

menting training data with synthetically generated activities using

LLMs improve the predictive performance of MTR models?

2 Background
2.1 Multi-target Regression
Given 𝑋 ∈ R𝑚×𝑛 as input space and 𝑌 ∈ R𝑚×𝑘 as target space,

where𝑚 is the number of training examples, 𝑛 is the number of

features, and 𝑘 is the number of targets, an MTR method finds a

mapping function 𝑓𝑀𝑇𝑅 between 𝑋 and 𝑌 . Similar to other multi-

output problems [5], MTR is typically addressed using two types

of approaches: local and global.

2.1.1 Local multi-target regression. In local MTR approaches, a

single-target regressor is trained for each target independently,

Yi ←− 𝑓𝑀𝑇𝑅𝑖 (X) , where 𝑖 is the ith target in 𝑌 . Therefore, for 𝑘

targets, 𝑘 independent MTR models are built [5]. Since each target

is modeled independently, the problem is reduced to multiple single-

output regressions, which allows the usage of well-established mod-

els from the literature. However, as a disadvantage, the correlations

among the targets are not exploited.

As a possible solution, Read [47] proposed to extend the feature

set of the local regressors by incorporating the output of previous

models, thus forming a chain of regressors. Formally, for the 𝑖-th

target, the regressor is defined as Yi ←− 𝑓𝑀𝑇𝑅𝑖 ( [X, Ŷ1:𝑖−1]), where
Ŷ1:𝑖−1 denotes the predicted values of the previous 𝑖 − 1 targets in
the chain. Similar to local approaches, for each target, a separate

single-target regressor is needed, but with enhanced feature space.

As shown in [47], the order of the regressors plays a major role

in performance. Consequently, a wide range of methods have been

proposed, which heuristically attempt to find which targets are

correlated to the others [47]. For instance, Mastelini [41] proposed

to concatenate the regressors only if the target is identified as a

relevant feature, using feature relevance. Nevertheless, a simple

combination of several randomly sorted chains, also referred to as

ensemble of chain regressors, often leads to competitive results [52].

2.1.2 Global multi-target regression. Alternatively, the global ap-
proach, also known as algorithm adaptation, aims to learn a single

model that jointly predicts all targets simultaneously. In practice,

traditional models, such as decision trees [36, 43] or neural networks

[34], are adapted to accommodate all targets.

Kocev [36] proposed to use an ensemble of predictive clustering

trees, where the node split heuristic consists of the mean variance

reduction. Also using decision trees, the work of Nakano [43] pro-

posed a deep-forest method which uses the structure of the trees

to perform feature augmentation. Despite the extra complexity,

the method proposed by Nakano proved effective in the context of

MTR. Alternatively, the work of Illiadis [34] proposed a dual branch

network where both features and annotations are encoded as input

for the network.

Formally, global methods are defined as: Y ←− 𝑓𝑀𝑇𝑅𝑔𝑙𝑜𝑏𝑎𝑙 (X).
This approach enables the model to fully exploit correlations be-

tween targets during training and prediction, making them particu-

larly effective when the targets exhibit strong mutual dependencies.

2.2 Text Embedding
Text embeddings aim to convert unstructured free-text input into

fixed-size vectors that capture the semantic meaning of the text [7].

In this study, we explore two primary categories of embedding

approaches: static word embeddings and embeddings from pre-

trained transformer-based models.

2.2.1 Static text embeddings. Prior to the emergence of transformer

architectures, text embeddings were typically derived by aggregat-

ing the embeddings of individual words or tokens within a given

text. These embeddings are called static since they do not capture

text context in the embeddings. Since the input data in this study is

in Dutch, we focus on two widely used Dutch-language static em-

bedding models: Word2Vec [55] and fastText [26]. Word2Vec uses

shallow neural networks, primarily the Continuous Bag-of-Words

(CBOW) and Skip-grammodels, at the word level, whereas FastText

represents words as a bag of character n-grams, enabling it to cap-

ture richer morphological information. While Word2Vec embeds
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entire words, FastText embeds tokens by aggregating subword rep-

resentations, making it more robust to rare and out-of-vocabulary

words. The resulting vectors are then aggregated using mean pool-

ing to obtain a single text-level embedding.

2.2.2 Frozen transformers. Transformer-based models offer a more

sophisticated approach to text embedding by leveraging pretrained

architectures . These models are typically pretrained on massive

corpora of unannotated text using self-supervised learning tasks

such as masked language modeling or next sentence prediction [27].

Given that our objective is to encode the semantics of the input text,

we focus on pretrained encoder-based transformer models with

fixed parameters to generate embeddings. This can be achieved

in two main approaches: (1) extracting token-level embeddings

from the final hidden layer of the frozen pre-trained transformer

and applying pooling strategies such as mean, max, or CLS pool-

ing; or (2) using sentence-level encoder-based transformers that

directly provide embeddings for entire sequences of tokens. Both

outlined approaches have been investigated in Dutch, as seen in

the transformer models such as Bertje [19] and Robbert [21] as well

as multilingual transformer models such as E5 [59].

2.3 Fine-tuned transformers for multi-target
regression

An alternative to extracting embeddings from static or frozen trans-

former models and using them as input features for a separate MTR

model is to fine-tune the transformer directly on the downstream

MTR task [46]. This involves adding a task-specific output layer

with 𝑘 outputs, corresponding to the number of targets in the MTR

problem, and continuing training on the new task, thereby adjust-

ing the model’s internal parameters to better suit the downstream

objective.

2.3.1 Full vs. partial fine-tuning. In full fine-tuning, all the parame-

ters of the model, including both the encoder layers and the newly

added task-specific output layer, are updated. This allows strong

adaptation to the target task but, with limited data, updating a large

number of parameters easily results in over-adaptation, leading to

unstable results across runs [42]. Partial fine-tuning addresses this

challenge by keeping most of the encoder parameters frozen while

training only a small subset of parameters. This subset typically

includes the task-specific output layer and either a small number

of added parameters or selected layers from the original model.

This approach, often called Parameter-Efficient Fine-Tuning (PEFT),

reduces both computational cost and the risk of overfitting [29].

2.3.2 Parameter-efficient fine-tuning (PEFT). Several PEFT strate-

gies have been proposed. Adapters insert small trainable modules

between the frozen layers of the transformer [31] and only update

these adapter modules during fine-tuning. BitFit keeps the original
weights frozen and updates the bias terms [4]. Prompt-tuning and

prefix-tuning learn small continuous vectors (soft prompts) that are

prepended to the input or intermediate representations and guide

the model’s behavior toward the target task without modifying the

underlying model weights [38, 39]. In our study, we adopt Low-

Rank Adaptation (LoRA), which attaches low-rank update matrices

to selected parameters. These low-rank matrices are trained to cap-

ture task-specific adaptations, while the original weights remain

unchanged. After training, the low-rank updates can be merged

back into the original weights, resulting in no additional inference

cost [33]. PEFT methods such as LoRA provide a pragmatic solu-

tion for limited-data settings: they greatly reduce the number of

trainable parameters, while allowing for meaningful task-specific

adaptation of large pre-trained models.

2.4 Data Augmentation
With limited data, MTR models risk overfitting to narrow phrasings

and contexts. Data augmentation methods such as LLM-based syn-

thesis can increase lexical and contextual diversity by generating

new training examples, thereby improving coverage [11, 9]. Since

MTR is a supervised learning task, augmenting the dataset requires

generating new activity text along with corresponding target values

(scores).

2.4.1 New Text ItemGeneration. To generate new activities, decoder-

only transformers such as Gemma [49] can be prompted. While

the generated synthetic text examples may be fluent, they can drift

from the intended task. To ensure the suitability of the generated in-

stances, the following strategies should be employed: (i) in-context
(few-shot) prompting, which grounds the model using a handful

of representative examples to stabilize style and intent [6, 16]; (ii)

controlled generation, conditioned on task schemas or domain on-

tologies tomaintain relevance [25, 24]; and (iii) diversity-aware selec-
tion, which filters candidates to avoid near duplicates and broaden

coverage in the embedding space [2, 37].

2.4.2 Pseudo-Labeling. Before adding the newly generated instances
to the original dataset, they must be annotated by a teacher model.

In the context of MTR, to expand the knowledge of an MTR, a

teacher MTR model produces soft targets (scores) for these new

instances [40]. These labeled examples can then be incorporated

into the training data of the student MTR model.

3 Related work
Most educational recommender systems focus on classification,

ranking, or single-target regression from structured data or pre-

defined labels, with little attention to joint prediction of multiple

numerical scores from free text [15, 3]. In Dutch NLP, models like

BERTje [19], RobBERT [21], and Dutch Sentence-BERT [48, 45]

have enabled progress in tasks such as hate speech detection [8,

50], named entity recognition [56], and zero-shot classification [18]

based on dutch input. However, educational applications remain lim-

ited, focusing mainly on single-target essay scoring or classification-

based feedback [17, 1, 44]. While some work explores guidance-

oriented classification [61], it typically uses non-Dutch data and

discrete labels. To our knowledge, no prior work has applied multi-

target regression (MTR) to Dutch free-text for small educational

datasets. We address this gap by systematically comparing MTR

methods trained on Dutch text embeddings to predict multiple

numerical targets in the context of study choice.

4 Methodology
In this section, we describe the methodology for applying MTR

to text input from a relatively small Dutch educational dataset,
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Table 1: MTR models and hyper-parameters grid

ID Strategy Hyper-parameters grid

local_lasso Local Lasso: 𝛼 ∈ {0.001, 0.01, 0.1, 1.0, 10.0}
local_rf Local RF: 𝑛est ∈ {50, 100}, 𝑑max ∈ {∅, 5, 10}
chain_lr ERC chain: 𝑛

chains
∈ {3, 5}, 𝑘CV ∈ {3, 5}

chain_rf ERC chain: 𝑛
chains

∈ {3, 5}, 𝑘CV ∈ {3, 5}
global_rf Global RF: 𝑛est ∈ {50, 100}, 𝑑max ∈ {∅, 5, 10}

aimed at supporting study choice guidance. The overall pipeline is

illustrated in Figure 2.

4.1 Dataset
The used dataset comprises 96 activity descriptions in Dutch. For

each activity, experts have assigned 14 numerical values represent-

ing eight curricular domains defined by the Flemish secondary

education system and six RIASEC personality facets [30]. The ac-

tivity descriptions are typically brief, ranging from 2 to 12 tokens.

The target values, indicating relevance of each activity to a spe-

cific domain or personality facet, range from -6 to 6, as shown in

Figure 3.

4.2 Multi-target regression methods
We evaluate five MTR methods spanning two model families (linear,

tree-based) and three strategies (local, chains, global). Local meth-

ods train one estimator per target; chain methods use an ensemble
of regressor chains (ERC) in which out-of-fold (OOF) predictions for

earlier targets are appended as features for later targets; the global

method fits a single multi-output estimator to all targets. Linear

Regression (LR) and Lasso are used as linear models, while Random

Forest (RF) is employed as the tree-based method. The models and

hyper-parameter grids are listed in Table 1.

The tuned hyper-parameters include: regularization strength 𝛼

for Lasso; number of trees in the forest 𝑛est and maximum depth

of tree 𝑑max in RF; and number of chains 𝑛
chains

and number of

internal folds used to produce OOF meta-inputs 𝑘CV for ERC. In

chain_rf the RF base retains scikit-learn defaults. ERC uses ran-

dom target orders and OOF predictions (via 𝑘CV splits) appended as

features and predictions are averaged across chains. Furthermore,

PCA (with hyper-parameter grid: 𝑛comp ∈ {0.7, 0.8, 0.9}, represent-
ing the proportion of variance to be explained) is applied to reduce

dimensionality of the feature space for MTR methods.

4.3 Dutch Embeddings
Regarding embedding generators, we explored three families of

methods to retrieve sentence representations: (i) static word em-

beddings, (ii) frozen token-level transformers with pooling, and (iii)

frozen sentence-level transformers. (See Table 2).

4.3.1 Static word embeddings. Word2Vec and FastText are Dutch-
only embeddings trained on Dutch text. They provide one vector

per token. FastText also composes vectors for unseen words via

subword units. To obtain sentence vectors, we apply simple mean

pooling over tokens.

Table 2: Embedding generators

Type Model Dim Id

Static

Word2Vec [55] 300 w2v

FastText [26] 300 ftxt

Frozen—token

Bertje [19] 768 bert

RoBERTa [21] 768 rbt

RoBERTa-23 [20] 768 rbt_23

XLM-R [14] 1024 xlmr

ReMBERT [12] 1152 rmbrt

Frozen—sentence

SimCSE-XLM-R [48] 768 simcse

SBERT [48] 1024 sbert

SBERT-RoBERTa [13] 1024 sbrrt

E5-large [59] 1024 e5

4.3.2 Frozen token-level transformers. Bertje, RoBERTa-23, and
RoBERTa are Dutch-only encoders, while XLM-R and ReMBERT

aremultilingual. All are usedwith parameters frozen and output one

vector per token.We convert these token vectors to sentence vectors

using one of three standard pooling strategies: mean (average over

tokens),max (element-wise maximum), or CLS (the model’s special

first-token embedding).

4.3.3 Frozen sentence-level transformers. SBERT and SBERT-RoBERTa

are Dutch-only sentence encoders, whereas E5 and SimCSE-XLM-

R are multilingual. These models produce sentence embeddings

directly, so no pooling is required. They also differ in training fo-

cus. While SBERT and SimCSE learn sentence similarity, bringing

semantically similar sentences closer together, E5 is trained for

retrieval, matching short questions to the most relevant passages.

4.4 Fine-tuned transformers for multi-target
regression

4.4.1 Parameterization. We apply Low-Rank Adaptation (LoRA)

to the frozen sentence-level encoders. Each fine-tuned model has

three components: (1) the pre-trained transformer encoder, (2) LoRA

adapters applied to the attention projections, and (3) a single linear

layer that maps the pooled sentence representation to 14 numerical

outputs.

4.4.2 What is trainable. We freeze the base weights in the bottom

80% of the encoder’s layers. LoRA adapters are attached to the

query and value projection matrices across encoder layers. These

adapters learn low-rank updates with rank 𝑟=4, scaling 𝛼=16, and

dropout 0.1 [32]. The trainable components are: (i) LoRA parame-

ters, (ii) the base weights in the top 20% of encoder layers, and (iii)

the 14-d regression head.

4.4.3 Optimization. Training runs for up to 3 epochs (batch size

16) using AdamW with gradient clipping at 1.0. We perform a

grid search over learning rates {5×10−6, 2×10−5, 5×10−5, 10−4}
and tune by validation loss. Early stopping (patience=2) prevents
overfitting. Sequences are truncated at 512 tokens. These settings

follow recommended practices for stabilizing under small number

of examples [42].
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Figure 2: The overall schematic diagram to apply MTR on text-based instances

Figure 3: Score distribution per target

4.5 Activity Augmentation
4.5.1 Synthetic activity generation. We generate synthetic can-

didate activities using an instruction-tuned, decoder-only trans-

former, Gemma 2model [49]. To ensure relevance, we apply taxonomy-
guided prompting [24].We condition generation on a human-curated

schema representing the life-world of 10- to 14-year-olds in Flan-

ders, Belgium. The schemawas developed on the basis of theWHO’s

International Classification of Functioning, Disability and Health

for Children and Youth (ICF-CY) [60] and the input of an educa-

tional expert, and comprises 9 domains, 27 subdomains, and 123

facets
4

Each prompt
5
consists of a fixed instruction block, specifying

role, audience, style and length targets, safety constraints, and for-

mat, and a variable block that addresses exactly one facet. The

variable block includes the domain, subdomain, and facet for con-

textualization, defines the task of formulating activities based on

the facet under consideration, and incorporates few-shot prompting

with three examples to establish tone and intent [6].

For each facet, we continue activity generation until we reach a

validated pool of 48–72 candidate synthetic activities. Every candi-

date passes through a validation pipeline: Dutch text normalization,

4
For more detailed information about the taxonomy, we refer readers to the

supplementary material archived at Zenodo (DOI: 10.5281/zenodo.17834064) at

config/docs/taxonomy/taxonomy-guided-prompting.md.
5
An example of the prompt design is provided in the supplemen-

tary material archived at Zenodo (DOI: 10.5281/zenodo.17834064) in

docs/prompting/facet-conditioned-prompt-design.md.

length filter, and near-duplicate removal. Once all facets have a val-

idated pool, another round of de-duplication is considered across

all facets to remove collisions between facets globally. For each

facet, we embed all passed candidates and rank them to maximize

diversity. We start with the medoid of that facet’s pool, i.e. the sen-

tence whose embedding is most central to the pool of candidates.

We then grow the list by sampling the next sentence with a proba-

bility proportional to its squared distance from the set of already

selected sentences, which reduces near-duplicates and broadens

coverage, in a similar fashion to K-means++ [2]. To assemble the

final corpus, we traverse facets by domain and subdomain, and take

the first ranked sentences to gather synthetic sentences that are

both diverse and spread evenly across all 123 facets.

4.5.2 Teacher-student pseudo labeling. To assign reliable targets to

the selected synthetic activities, we adopt teacher–student pseudo-

labeling [40]. The MTR methods outlined in Section 4.2 are consid-

ered as candidate teachers and as students. To avoid data leakage

between train-test sets, the teacher model is tuned and trained only

on the training examples of each cross-validation fold. Teacher-

labeled synthetic activities never enter the test set. In the down-

stream student stage, we used the best performing teacher models

based on the original dataset to predict pseudo-labels for the gen-

erated activities. The student MTR model then can be re-trained

on the original training data augmented with the first 𝐾 synthetic

instances pseudo-labeled by the teacher MTR model, where 𝐾 ∈
{10, 20, 50, 100, 200, 400}% of size of the original dataset.

https://doi.org/10.5281/zenodo.17834064
https://doi.org/10.5281/zenodo.17834064
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4.6 Evaluation framework
Given the size of our dataset, we adopt a leave-one-out cross-

validation (LOOCV) scheme to maximize the use of available data

for training. For each fold, only the single held-out seed is used for

testing. As the evaluation measure, we use the relative root mean

squared error (RRMSE), which is defined as 𝑅𝑅𝑀𝑆𝐸 = 𝑅𝑀𝑆𝐸
𝑅𝑀𝑆𝐸𝐷

,

where 𝑅𝑀𝑆𝐸𝐷 is the RMSE of the dummy mean baseline for that

target. RRMSE values smaller than one indicate improvement over

the dummy baseline. To aggregate performance across folds, em-

beddings or models the median is used. The evaluation protocol is

identical in the augmentation setting. Performance is measured in

terms of the median RRMSE across folds.

To assess whether differences in results are statistically signifi-

cant, we employed the statistical tests suggested by [22]. We em-

ployed the Friedman test followed by post-hoc Nemenyi test. Graph-

ically, two methods are not statistically significantly different if a

bar connects them in the critical distance diagram. Complementar-

ily, we employed the Wilcoxon signed-rank test. In both cases, we

set 𝛼 to 0.05.

5 Results
The results of applying different MTRs on different types of em-

beddings are reported in Figure 4 where darker colors indicate

lower RRMSE values (i.e., better performance). A triangle next to a

value indicates that the difference between that cell and the best-

performing combination is statistically significant, based on the

Wilcoxon signed-rank test. The RRMSE values reported for the

frozen transformer token-level embeddings correspond to mean

pooling, as this strategy consistently outperformed the other two

pooling methods (max and CLS) in our experiments
6
. Among all

combinations, the MTR model employing a chain-based linear re-

gressor with embeddings from 𝐸5, a multilingual sentence-level

transformer, achieved the lowest RRMSE. As shown in the figure,

this combination significantly outperforms all other configurations

involving global and tree-based MTR methods or static and token-

level embeddings.

Figure 5 presents the mean performance comparison of three

groups of MTR methods, namely, local, chain-based and global,

using three types of embeddings, static, token-level, and sentence-

level frozen transformers.

As shown in Figure 5a, global MTR approaches struggle to fully

leverage the interdependencies between targets, making them less

effective than local and chain-based methods. This is often related

to the number of outputs, as our dataset presents substantially more

targets than the benchmark datasets normally used in the field [5].

In terms of embedding types, Figure 5b demonstrates that MTR

methods using embeddings from frozen sentence-level transform-

ers outperform those using frozen token-level or static embeddings.

Sentence-level transformers generate embeddings by considering

the full sentence context, resulting in more contextualized represen-

tations than those produced by token-level embeddings from frozen

transformers or static models. Additionally, we observe that linear

6
For complete experimental details, full results, and reproducibility code, we refer

readers to our publicly available repository https://anonymous.4open.science/r/kr8cht

_review_anonymous/

models significantly outperform tree-based methods, averaged over

different embedding types.

Since frozen sentence-level embeddings consistently outper-

formed the other two types, we selected the three best-performing

sentence-level transformermodels, namely, E5, S-BERT, and SimCSE-

XLM-R, for fine-tuning on the training data. Interestingly, as shown

in Figure 6, fine-tuning on the 95 training instances did not lead

to improved performance; the frozen embeddings combined with

a MTR method still significantly outperformed their fine-tuned

counterparts. We believe this is mainly due to the limited size of

the dataset—95 instances are insufficient to effectively update the

weights of sentence-level transformers for a regression task with

14 targets [53, 10].

Prior work points to several elements that can explain this find-

ing. First, in tiny-data regimes, fine-tuning pretrained transformers

is highly sensitive to seeds and hyperparameters, even with PEFT

methods such as LoRA, which can lead to degraded performance

relative to simpler baselines [42, 23]. Second, when the downstream

distribution differs from pretraining, direct fine-tuning on a small

in-domain set may be insufficient unless the encoder is first adapted

via domain- or task-adaptive pretraining (DAPT/TAPT) [28]. Third,

regression is sensitive to scale, heteroscedastic noise, and outliers.

Fourteen regression targets magnify this instability: a few high-

variance outputs can disproportionately influence joint optimiza-

tion [35]. Empirically, similar observations have been reported in

related educational settings [53] and in a recent clinical prediction

benchmark [10].

The impact of introducing new pseudo-labeled synthetic activ-

ities into the training data is presented in Table 3. Asterisks (∗)
in the table indicate statistically significant differences between

the performance of the (student) model trained with augmented

data and the same (student) model trained on the original dataset,

based on the Wilcoxon signed-rank test. The two MTRs that per-

formed best in Figure 4, namely, chain_lr and local_lasso using
E5 embeddings

7
, were trained on augmented datasets ranging from

10% to 400% of the original size, pseudo-labeled with either of

these two methods. While the reduction in RRMSE for (student)

chain_lr with augmented data is not statistically significant, (stu-

dent) local_lasso shows a statistically significant improvement,

primarily across the mid-range augmentation levels (50–200%). Fur-

thermore, as shown in Table 3, the additional synthetic activities

slightly improve the diversity of the embedding space, but only

after at least a 50% increase in the activity pool. We hypothesize that

this added diversity could be one possible reason for the improved

MTR performance, especially with augmentation levels above 50%.

6 Discussion
Figure 7 presents the RRMSE values per target for the best perform-

ing model (Chain_lr and E5; see Figure 7a) as well as the average

performance across different MTR methods (Figure 7b). In these

figures, blue bars represent domain-related targets, while orange

bars correspond to personality traits. Notably, the “Language &

7
We include only the two best-performing MTR models in this table for the sake

of readability, and refer readers to the shared reproducibility repository for detailed

results on all MTRs.

https://anonymous.4open.science/r/kr8cht_review_anonymous/
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Figure 4: MTR performance (RRMSE) with statistical signifince test vs the best model (𝐶ℎ𝑎𝑖𝑛_𝑙𝑟 + 𝐸5)

(a) MTR categories overall ranking (b) Embedding categories overall ranking

Figure 5: Cross-approach critical-distance diagrams for MTR and text embddings

Figure 6: Performance of the best MTR and sentence-level
embeddings compared to their fine-tuned version

Table 3: Augmentation effect on MTR performance

Augmentation %

teacher - student base 10 20 50 100 200 400

chain𝑙𝑟 − 𝑐ℎ𝑎𝑖𝑛_𝑙𝑟 0.689 0.674 0.668 0.674 0.685 0.685 0.685

chain𝑙𝑟 − 𝑙𝑜𝑐𝑎𝑙_𝑙𝑎𝑠𝑠𝑜 0.705 0.690∗ 0.688 0.678∗ 0.679∗ 0.685∗ 0.698∗

local𝑙𝑎𝑠𝑠𝑜 − 𝑐ℎ𝑎𝑖𝑛_𝑙𝑟 0.689 0.684 0.678 0.676 0.676 0.691 0.708

local𝑙𝑎𝑠𝑠𝑜 − 𝑙𝑜𝑐𝑎𝑙_𝑙𝑎𝑠𝑠𝑜 0.705 0.690 0.696 0.679∗ 0.681∗ 0.684∗ 0.706

Avg. added diversity - +0% +0% +1% +2% +3% +4%

Culture” domain and the “Social” personality trait exhibit the low-
est RRMSE values, both in the best-performing configuration and

across the average of all MTRs. We attribute this to their relatively

uniform distribution across the full score range, as illustrated in

Figure 3. In contrast, the “Agriculture & Horticulture” domain

and the “Investigative” personality trait show the highest RRMSE

values on average, likely due to their skewed or limited coverage

of the possible score range. Furthermore, language-rich cues (e.g.,

“read”, “poetry” and “sing” for “Language & Culture”; “help” and
“host” for “Social”) are more constructive for embeddings than

generic inquiry verbs typical of “Investigative”, which carry little

topical content unless accompanied by an object or clause (e.g.,

“look (up)”, “observe”, “find out” and “search”), especially given the

short length of activity sentences.

While our study yielded interesting results, we acknowledge

two key limitations. First, we relied on a single dataset for the

study choice task. Although validating our findings across multiple

datasets would be ideal, to the best of our knowledge, no other

publicly available dataset exists for this specific task, namely, MTR

on a small-scale dataset with Dutch-language inputs. Second, we

did not explore the generation of entirely new, in-domain activ-

ity descriptions followed by expert annotation. Such an approach

could help assess whether adding freshly generated and labeled (by

human-expert) instances improves MTR performance. However,

we currently lack access to a sufficiently large and qualified expert

committee capable of providing reliable annotations for these newly

generated activities.

7 Conclusion
In this paper, we investigated multi-target regression models to

support study choice. More specifically, these models predict do-

mains scores and personality traits based on textual descriptions of

activities in which pupils indicate their preferences, for instance,

“Would you prefer to sell waffles or read poetry”. By comparing

multiple models, our experiments revealed that global methods

perform worse than local and chain-based regressors. Furthermore,

frozen sentence-level transformers yield more informative embed-

dings than frozen token-level transformers and static models, due

to their ability to generate contextualized sentence-level representa-

tions. Surprisingly, fine-tuned sentence-level transformers did not

outperform multi-target regressors trained on embeddings from

frozen sentence-level transformers, likely due to the limited size of

the dataset and the high cardinality of the targets. Moreover, we

observed that using Gemma to generate synthetic activities leads to
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(a) Performance of chained_lr with E5 embeddings for each target (b) Average performance of 5 MTRs for each target

Figure 7: MTR performance per target

superior performance. Specifically, we employed a teacher–student

pseudolabeling approach, where the teacher model, anMTRmethod

in this case, predicts target values for the synthetic activities. The

student model is then trained on both the original data and the

newly pseudolabeled synthetic data. In this case, we noticed 4%

improvement in RRMSE with statistical significance.

As a future direction, we aim to investigate the validity of pseu-

dolabels through evaluation by a committee of experts. Additionally,

we plan to assess whether expanding and paraphrasing the textual

descriptions of activities can lead to improved model performance.
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