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ABSTRACT Labor market analysis relies on extracting insights from job advertisements, which provide
valuable yet unstructured information on job titles and corresponding skill requirements. While state-of-
the-art methods for skill extraction achieve strong performance, they depend on large language models
(LLMs), which are computationally expensive and slow. In this paper, we propose ConTeXT-match, a novel
contrastive learning approach with token-level attention that is well-suited for the extreme multi-label
classification task of skill classification. ConTeXT-match significantly improves skill extraction efficiency
and performance, achieving state-of-the-art results with a lightweight bi-encoder model. To support robust
evaluation, we introduce Skill-XL a new benchmark with exhaustive, sentence-level skill annotations that
explicitly address the redundancy in the large label space. Finally, we present JobBERT V2, an improved
job title normalization model that leverages extracted skills to produce high-quality job title representations.
Experiments demonstrate that our models are efficient, accurate, and scalable, making them ideal for

large-scale, real-time labor market analysis.

INDEX TERMS Labor market analysis, text encoders, skill extraction, job title normalization.

I. INTRODUCTION

Labor market analysis plays a central role in addressing
global workforce challenges such as talent shortages, skill
gaps, and fast-changing job requirements driven by tech-
nological advancement. Accurate insights into the skills
demanded by employers inform a wide range of applications
such as workforce planning and policymaking [1], [2]. In this
context, job advertisements (job ads) have served as a
valuable resource for understanding labor market trends [3].
Job ads are published on a daily basis across industries
and regions and contain fine-grained information about job
titles and their respective skill requirements. Although rich
in information, job ads often use different terminology to
refer to occupations and skills. Therefore, robust labor market
analysis requires natural language processing (NLP) tech-
niques to identify and normalize the information contained in
job ads.
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To address this terminology challenge, the European
Commission developed ESCO (European Skills, Compe-
tences, Qualifications and Occupations),! a multilingual
classification system that serves as a common language for
the labor market. ESCO provides a comprehensive taxonomy
of close to 14,000 skills and over 3,000 occupations, enabling
consistent analysis and comparison of job market data across
time and different regions. This standardized framework is
particularly valuable for large-scale labor market analysis,
as it allows for the systematic mapping of diverse job
descriptions to a common reference point.

To leverage ESCO’s standardized taxonomy effectively,
two key tasks are essential: job title normalization and skill
requirement extraction from job ads—skill extraction in
short. The latter involves identifying the skills mentioned in a
job advertisement and mapping them to their corresponding
ESCO skill definitions, whereas job title normalization
addresses the challenge of mapping diverse job titles to

lhttps://esco.ec.europa.f;tu/en
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standardized ESCO occupations. Together, these tasks enable
robust labor market analysis by transforming unstructured job
descriptions into structured, comparable data points.

Research interest in skill extraction has grown steadily over
the last decade [3]. Recently, increased parsing capabilities
and semantic understanding of large language models
(LLMs) have been shown to achieve state-of-the-art results
for skill extraction [4], [5]. Job title normalization has
also been approached using LLMs, although with less
convincing results [6]. However, insightful labor market
analysis necessitates a large volume of job ads to be
analyzed, making the need for efficient NLP models greater.
Lightweight models that achieve high performance without
relying on vast computational resources can democratize
access to labor market insights, enabling organizations and
researchers to process large datasets cost-effectively and at
scale.

Benchmarks for skill extraction have traditionally been
formalized as span labeling tasks, without linking the
identified spans to respective skills in a taxonomy. This lack
of normalization in skill extraction prevents robust analysis of
aggregate job skill requirements because of e.g. synonyms.
A few benchmarks do provide fine-grained skill labels, yet
they are either aggregate labels on the full ad level (thus
preventing sentence-level evaluation), or they are the result
of post-annotation on sequence annotations, limiting the
expressiveness of annotating implicit skills. Finally, while
large fine-grained skill taxonomies are great for normalizing
skill information and robust analysis, their large size often
means that a degree of semantic overlap is present between
some skill labels, making it more difficult to annotate the
ground truth and evaluate the models in a robust manner.

In this work, we address these challenges through the
following contributions:

1) We introduce ConTeXT-match, a new contrastive
learning approach with token-level attention, designed
for extreme multi-label text classification. We apply
this to the skill extraction task by training a bi-encoder
for sentence-level skill extraction. The model outper-
forms all other skill extraction models with the same
number of parameters, owing to a new token-level
contrastive loss. With just 109 million parameters, the
model effectively closes the performance gap between
encoder models and LLM-based skill extraction sys-
tems, achieving state-of-the-art results on most metrics.
The model is made available online.”

2) We develop the skill extraction evaluation with
our newly constructed eXhaustive Labels (Skill-XL)
benchmark: a large manual annotation effort with a
unique focus on annotating job ads with exhaustive
labels, explicitly coding redundancy among skill labels
in the annotations. The dataset contains 111 job ads

2https://huggingface.co/TechWolf/ConTeXT—Skill-ExtraCtion-base
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annotated on a sentence-by-sentence basis with a total
of 8,471 skill labels, and is made available online.

3) We produce JobBERT V2, a simplified and superior
iteration of the earlier JobBERT model [7] for job title
normalization, which achieves results on par with those
of complex state-of-the-art methods. JobBERT V2 is
available online.*

By combining these contributions, we provide a scalable
and efficient framework for labor market analysis. In Sec-
tion I we will lay out the previous work on both skill
extraction and job title normalization. The methodologies for
ConTeXT-match, Skill-XL and JobBERT V2 are described
in Sections III, IV and V respectively. Experimental results
are detailed in Section VI.

Il. RELATED WORK

We review prior research on both skill extraction and job title
normalization. This review focuses on some key limitations
of existing approaches, particularly regarding computational
efficiency and the trade-off between model complexity and
performance — challenges we address throughout this work.

A. SKILL EXTRACTION

Skill extraction is a foundational task in labor market analysis
that identifies and standardizes skill mentions in unstructured
job advertisements. This task is central to HR applica-
tions, such as resume screening, job recommendations, and
workforce planning. However, skill extraction poses unique
challenges owing to the variability of natural language in
job ads and the need to handle explicit and implicit skill
descriptions.

Early skill extraction methods identified only skill men-
tions without normalizing them to a common taxonomy [8],
[9], [10], [11]. In their simplest form, these methods
rely on named entity recognition (NER), either through
rule-based matching [8], [9] or through training recurrent
neural networks [10]. A significant advancement came with
SkillSpan [11], which reframed the task as a more flexible
span detection problem, with recent leading methods such
as NNOSE [12] and Skill-LLM [13]. However, by leaving
out the normalization towards a common taxonomy, their
application to robust large-scale market analysis is limited.

To address the normalization challenge, subsequent work
approached skill extraction as an extreme multi-label clas-
sification (XMLC) problem. These methods map text to
predefined skill taxonomies such as ESCO or O*NET [4],
[5], [14], [15], [16], inspired by dense-encoder XMLC
methods such as LightXML [17], DeepXML [18] and XR-
Transformer [19]. In our earlier work [14], we used binary
logistic regression classifiers for each ESCO skill, trained
on rule-mined data. We also contributed the SkillSpan-
ESCO benchmark, enabling the first systematic evaluation of
fine-grained skill label predictions.

3 https://huggingface.co/datasets/TechWolf/Skill-XL
4https://huggingface.co/TechWolf/J obBERT-v2
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Because of the computational challenges of training
thousands of binary classifiers in XMLC tasks, contrastive
learning has emerged as an efficient alternative for skill
extraction. Contrastive learning builds on the seminal
contrastive loss method [20], further popularized by the
InfoNCE objective [21], and large-scale instantiations such
as SimCLR [22] and CLIP [23]. Applied to skill extraction,
this approach trains a bi-encoder architecture that learns to
embed both text and skill labels in a shared vector space,
thereby enabling efficient similarity-based skill ranking. Its
first application to skill extraction [15] used a two-stage
pipeline for German job ads: first detecting skill spans,
then ranking ESCO skills against these spans, based on a
contrastive learning approach. We proposed a significant
simplification in an earlier contribution [16] by eliminating
the span detection step and directly learning to rank skills
against complete sentences, thus enabling the capture of both
explicit and implicit skill mentions.

Recent advances in skill extraction have been driven by
large language models (LLMs) that offer two distinct advan-
tages. First, their strong language understanding capabilities
enable the automatic generation of high-quality training
data for skill extraction [4], [16], thereby addressing the
data scarcity challenge. Second, LLMs excel at few-shot
learning, leading to new extraction approaches that leverage
prompting. For instance, [4] demonstrated success with a
two-stage approach that first retrieves candidate skills and
then uses LLM prompting for final selection. This approach
was further refined by [5], which introduced methods to
automatically optimize prompts, achieving state-of-the-art
results. However, these LLM-based methods face practical
limitations: they incur significant computational costs and
latency compared with local encoder-based approaches, mak-
ing them less suitable for large-scale applications requiring
real-time processing.

The contrastive learning method to skill extraction [16]
has the smallest, yet still very considerable performance
gap compared to LLM-based systems. We hypothesize
that this at least partially stems from ranking predictions
solely at the sentence level, neglecting valuable token-level
information. By incorporating token-level information into
the skill extraction method, we aim to both improve recall and
enhance the interpretability of predictions, while remaining
much more efficient than LLM-based systems.

B. JOB TITLE NORMALIZATION

Job title normalization has traditionally been considered
as a (semi-)supervised learning problem. A first effort by
LinkedIn defined a ‘“couple dozen” standard job cate-
gories and performed classification based on common key
phrases [24]. A more elaborate taxonomy of over 4k job titles
was used in Carotene, using a hierarchical cascade model for
job title classification [25]. The same task was later solved
by DeepCarotene, using an end-to-end deep convolutional
neural network [26]. These methods have a disadvantage as
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they require extensive annotation of training examples for
each job title class.

To overcome this, we introduced JobBERT [7], where
we pioneered job title normalization as a ranking task,
indicating similarity of job titles based on a specialized
representation learning method. Specifically, we developed
a BERT-based job title representation encoder trained on
noisy skill requirements from job ads. This method does
not require annotating training data, but instead relies on
the assumption that good representations of job titles can
be achieved by learning to predict the probability of skill
requirements conditioned on the job ad title. This method
was adapted in the Doc2VecSKkill work [27] through separate
stages for learning representations for skills and then for job
titles. Later, VacancySBERT [28] simplified the approach
by training a siamese network with contrastive learning and
in-batch negatives to draw job title representations closer to
the representation of concatenated skill sets from job ads,
where skills are extracted using a non-disclosed proprietary
algorithm. The most performant approach to job title
normalization is the so-called Job Description Aggregation
Network, which omits the explit skill data requirement and
instead learns good job title representations by learning
to match them to representations of corresponding job ad
descriptions [29].

We build on the insights of previous work, bringing
together a new method of contrasting job titles and cor-
responding skill sets, with full transparency of the skill
extraction method as also introduced in this work. Our
JobBERT v2 approach is most similar to VacancySBERT but
considers the asymmetry of matching job titles to skill sets.

IIl. SKILL EXTRACTION METHODOLOGY

Our skill extraction approach aims to identify relevant skills
in job ad sentences with minimal annotation requirements,
following the philosophy of [16]. Instead of fully labeled
text spans, we require only pairs of a sentence and an
associated skill label. This relaxed data requirement enables
scalable training by avoiding expensive, exhaustive span-
level annotations. We train a bi-encoder with contrastive
learning based on this training data. The key innovation that
we introduce here is Contrastive Token-level eXplainable
Text matching (ConTeXT-match). It is an adaptation
of contrastive text representation learning in which we
remove the information bottleneck of averaging the sentence
representations, instead allowing label-dependent token-level
attention. Thus, the model can better attend to the parts of a
sentence that are most indicative of a given skill, providing
both accurate retrieval and interpretable attribution.

A. TOKEN-LEVEL CONTRASTIVE LEARNING

Our model architecture is a bi-encoder transformer network
that outputs contextual representations of both sentences and
skills. For a given sentence x, all skills s are ranked based on a
metric match(x, s). Rather than using the cosine similarity of
the representations averaged across the tokens, we introduce

VOLUME 13, 2025
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FIGURE 1. Overview of the multi-task setup proposed for our skill extraction training procedure. The bi-encoder produces token embeddings for
sentences x and averaged embeddings for skills s and their descriptions descs. The ConTeXT-match mechanism is applied to produce the matching
scores between sentence and skill (left). For the skill descriptions, simple cosine similarity is used instead of the ConTeXT-match scores (right).

label-dependent token-level similarity aggregation through
ConTeXT-match. This method calculates the cosine sim-
ilarity between the averaged skill representation and each
token representation of the sentence. The final match score
is defined as a weighted average of the token similarities
through a simple multiplicative attention mechanism.

Specifically, given a sentence x and skill s, they are
tokenized into x1, x2, ..., X|xjand sy, 52, .. ., §|5 rEspectively.
The bi-encoder computes the contextual token representa-
tions for the sentence and the skill independently (through
full weight sharing), represented by z,, and z;,. We represent
the skill s by averaging the embeddings of its tokens:

1 &
Zy = 2 ey
t=1
The attention mechanism operates on the averaged skill
embedding z, and individual sentence token embeddings z,;.
The cosine similarity between the skill embedding and token
X; is given by:
Zy; - Zg
[ AT
Finally, the match between the sentence and the skill is
obtained as the weighted average of the token similarities,
as follows:

@

cos(x;, s) =

x|

match(x, s) = Zaj - cos(xj, 5), 3)
j=1

where the weights o; sum to one, as defined by
exp (zxj - Z)

Z}lel exp (zy, - Zs)

This token-level attention mechanism eliminates the infor-
mation bottleneck that is otherwise imposed by averaging
the sentence representation into a fixed-length embedding,

“

®j
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instead allowing skill matching to dynamically attend to the
relevant parts of the sentence. Second, it allows for native
attribution and visualization of which parts in the text are
matched to a certain skill. Skills are ranked by relevance with
respect to a sentence x by descending match (x, s).

Our training method requires a pairwise dataset of
sentences and corresponding skills. Formally, the training
dataset D consists of pairs (x,s) where x is a sentence
from a job ad and s is a corresponding skill label. The
training procedure is based on contrastive learning with the
InfoNCE framework as introduced in [21] relying on in-batch
negatives, and adapted to its symmetric variation. The loss for
a given pair (x, s) in a batch of size B is defined as:

forward backward
_ Ex, s + ﬁx, s

EX,S - 2 k] (5)
where
Effgward - o Bexp(match(x, s) - scale) s
’ > v—; exp(match(x, si) - scale)
and
ng‘fkward o exp(match(x, s) - scale) )

Zle exp(match(xz, s) - scale)’

Here, the scale hyperparameter controls the entropy of
the softmax function. We rely on the gradient caching
technique from [30] to effectively scale up the ConTeXT-
match method to very large batch sizes, by splitting them into
micro-batches of size 512.

Finally, we make use of rich meta-data that is often
present in skill taxonomies. We specifically make use of skill
descriptions as present in e.g. ESCO, because the assumption
is that these descriptions should aid in generalization of
the final model. The contrastive task of matching skills
with their corresponding description makes use of the same
symmetrical InfoNCE loss with the exception of using simple

133599
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cosine similarity between the averaged representations of
both instead of the ConTeXT-match scores. The complete
setup is illustrated in Fig. 1. During training, batches are
always constructed from pairs of one task only, and the tasks
are sampled proportionally to their respective training data set
sizes. We note that more information from skill taxonomies
can be incorporated into this multi-task setup, and we show
the impact of some of these choices in Appendix A.

B. CALIBRATION AND REDUNDANCY FILTERING

The trained model produces a ranked list of skill predictions,
which requires the calibration of a threshold 7 that we select
for maximal F1 score. In addition to retaining relevant skills
through a calibrated threshold, we are also concerned about
the redundancy of the returned labels, as large label sets are
often not mutually exclusive, and excessive redundancy in
the returned labels can degrade user experience. An example
of such redundant skills is “machine learning” and “utilise
machine learning” which are two separate skills present in
ESCO. To handle semantic overlap among the predicted
skills, we introduce a redundancy filtering step using
the ConTeXT-match’s token-level attention mechanism.
We assume that when two semantically overlapping labels
are matched to a sentence, their corresponding token-level
attention scores should follow a similar pattern. From the
skills that meet threshold t, we retain only those that have
the highest dot product with at least one token in the input
sequence. The dot product between the skill representation
and the token representation is used instead of the attention
scores o, as we empirically find them to work best. This may
be because of the normalizing effect of the softmax function,
which foregoes the comparability of the scores across
multiple labels. The template tokens of the model (beginning
of sentence and end of sentence) are not considered in this
selection mechanism.

IV. SKILL-XL BENCHMARK DEVELOPMENT

We refer to [31] for an in-depth survey of the existing
benchmarks for skill extraction. Most benchmarks are
tailored to span labeling without linking the mentions to
a standardized fine-grained classification of skills. There
are two exceptions: [32] retrieves job advertisements from
a government platform® where the employers also added
fine-grained skill labels. The labels are not linked to the
relevant sentences in the job ad, making them unsuitable
for evaluation at the sentence level. Second, in our previous
work [14], we published fine-grained ESCO skill labels
linked on top of the span labeling benchmark “SkillSpan”
by [11]. While this benchmark, referred to as SkillSpan-
ESCO, allows sentence-level evaluation, it does not take
into account the redundancy of the large number of skills in
ESCO. In other words, the SkillSpan-ESCO data has been
annotated with just one representative ESCO skill per skill in
the sentence, even when multiple correct ESCO skills apply.

5 https://www.mycareersfuture.gov.sg/
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This method of annotation leads to an imperfect evaluation of
skill extraction.

Based on these insights, we set out to develop SKkill-
XL as the first benchmark for skill extraction that has both
fine-grained and exhaustive ESCO skill annotation on the
sentence level, with equally informative labels for a sentence
being clustered into groups. We perform the annotation for
full job ads such that Skill-XL can also be used for document-
level evaluation.

A team of 12 artificial intelligence experts annotated up
to 12 full job ads each, all sampled from the TechWolf data
lake, posted in the United States in January 2024. Because
the distribution of roles for which job ads are written is
skewed, we sample ads for annotation in two different ways.
Each expert received a set of five randomly sampled job
ads, as well as five diverse job ads that were better spread
out over the support of the data distribution. The selection
of these diverse job ads was based on a proprietary job
ad feature representation that was subject to FAst Diversity
Subsampling [33]. Finally, each expert was asked to annotate
two more job ads which were selected from the other
annotators’ data, as to allow for measuring inter-annotator
agreement.

The average job ad contained 49 sentences, of which an
average of 23 were identified as relevant by a proprietary
segmentation model. Annotation of one job ad took around
30 minutes on average to annotate for one annotator. We make
use of the clustered annotations to define the relevant metrics
for the Skill-XL benchmark. The precision of skill extraction
is defined as the percentage of predicted skill labels that are
present in a reference skill cluster. Recall on the other hand
is now calculated as the percentage of annotated skill clusters
that are represented by at least one label in the predictions.
Finally, the balanced optimization of precision and recall is
expressed as the F1 score and calculated as the harmonic
mean of precision and recall.

In order to measure inter-annotator agreement, we used the
job ads where two or more annotators provided annotations.
Conventional agreement metrics such as Cohen’s kappa
are less suitable for multi-label classification tasks [34].
We therefore revert to the averaged value of the F1 scores
obtained by in turn evaluating each annotator’s labels
with another one’s labels as reference. Doing so results
in an average F1 agreement score of 0.4395, which we
consider high given the large number of labels. Where
multiple experts annotated the same job ad, we select the
annotations from the expert with the highest average F1
agreement score as a simple proxy for the quality of their
annotations. Finally, all job ad titles and sentences were
anonymized by masking job-related sensitive and personal
data regarding organization, location, contact, and name,
following [35].

The resulting Skill-XL statistics are shown in table 1.
The benchmark provides a valuable resource for evaluating
skill extraction models, with its granularity and diversity
making it broadly applicable to a range of methods, including

VOLUME 13, 2025
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FIGURE 2. Average performance on the SkillSpan-ESCO development set for varying batch sizes. Each bar shows the mean score over three training runs

with different random seeds; black whiskers denote one standard deviation.

TABLE 1. Skill-XL statistics. The table presents the number of job ads,
sentences, and related statistics across different splits.

| Statistics RANDOM  UNIQUE || TOTAL

E | #Jobads 28 27 55
£ | #Sentences 1,650 1,039 2,689
2 | #Relevant sentences 894 435 1,329
© | #Skill clusters 1,055 721 1,776
& | #Skills 2,262 1,695 3,957
# Job ads 28 28 56

« | #Sentences 1,428 1,298 2,726
& | # Relevant sentences 728 512 1,240
& | #skill clusters 1,103 795 1,898
# Skills 2,685 1,829 4,514

span-based and sequence-labeling approaches. An annotated
job ad example is shown in Appendix B.

V. SKILL-BASED JOB TITLE NORMALIZATION

For job title normalization, we follow the idea of using
job-skill information to learn strong job title representa-
tions — as originally proposed in JobBERT [7]. Compared to
the original study that used literal occurrence to find ESCO
skills, we use qualitative skills extracted with our trained skill
extraction model. We decide to use a simple contrastive learn-
ing strategy with the InfoNCE loss, optimizing a transformer
encoder architecture to distinguish the corresponding skill set
for a job title from the other skill sets in the batch. Rather than
using complete weight-sharing as is common with sentence
transformer models, we add an asymmetrical linear layer
which accommodates for the different semantic meaning of
job titles on the one hand and skill sets on the other.

VI. EXPERIMENTS AND RESULTS

A. SKILL EXTRACTION

For the skill extraction model, we used ESCO (v1.1.0) as
the taxonomy of choice because of its prominent position in
skill extraction research and its rich meta-data. The taxonomy

VOLUME 13, 2025

contains 13,981 unique skills, each with a description. For the
job ad sentence training data, we used the synthetic dataset
from [16] which contains up to 10 synthetically generated job
ad sentences for each skill in ESCO, totalling 138,260 unique
sentence-skill pairs. For evaluation, we used both SkillSpan-
ESCO to compare to the performance of previous methods,
as well as SKill-XL. The latter is particularly used for the
calibration of the final model, as well as for measuring the
prediction redundancy.

For both SkillSpan-ESCO and Skill- XL we used
the ranking-based evaluation metric macro-averaged
R-Precision@K (RP@K) [36]. Because predictions are made
on a sentence-basis, we restrict the evaluation to low values
of K. RP@K is defined in (8), where the quantity Rel(n, k) is
a binary indicator of whether the k™ ranked label is a correct
label for data sample n, and R, is the number of gold labels
for sample n. In addition, we use the mean reciprocal rank
(MRR) of the highest ranked correct label as an indicator of
the ranking quality.

N K

Rel (n, k)
Z Z min (K, R,) ®)

=1k=1

RP@K =

We trained each model for a maximum of one epoch, and
build in an early-stopping criterion that measures RP@5 on
the SkillSpan-ESCO development set every 10% of the epoch
and halts when there has been no increase two consecutive
times. A sentence embedding model based on MPNET [37]
and further trained on 1B positive pairs was used as
initialization.® The model contains 109 million parameters
and has a default maximum sequence length of 384 tokens
which we keep. As our method predicts skills sentence
by sentence, this sequence length is sufficiently long for
practical purposes. The maximum sentence length observed
in the TECH and HOUSE validation sets is 178 tokens,
with a median of 16 tokens. The AdamW optimizer is used

6https://hug gingface.co/sentence-transformers/all-mpnet-base-v2
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TABLE 2. Performance comparison of skill extraction methods across the SkillSpan-ESCO test sets (HOUSE, TECH, TECHWOLF). Metrics include Mean
Reciprocal Rank (MRR) and recall precision at Top-K (RP@1, RP@5, RP@10). Following previous work, the RP@K scores are reported in percentage points.
Average positive training examples per skill are reported in the first column (N). Results of previous methods are the reported scores, and empty cells
mean the metric was not reported. The strongest results per metric are shown in bold, and the second strongest are underlined. Whenever our results are
significantly (p < 0.05) stronger than the second-best method, we indicate this with *.

\ \ HOUSE \ TECH \ TECHWOLF
\ N \ MRR RP@1 RP@5 RP@10 \ MRR RP@1 RP@5 RP@10 \ MRR RP@1 RP@5 RP@10
Encoder classifiers
Decorte et al. [14] 365 | 0.299 - 30.82 38.69 0.339 - 31.71 39.19 - - - -
Clavié et al. [4] 40 | 0.326 2720 37.60 46.47 0.299 27.16 3341 39.86 - - - -
Encoder rankers
Clavié et al. [4] 40 | 0.355 2644 3522 43.73 0405 3284 49.67 58.66 - - - -
Decorte et al. [16] 10 | 0426 27.10 4594 53.87 0.521 3846 54.19 61.52 0.506 3742 52.64 60.10
ConTeXT-match (Ours) | 10 | 0.530* 38.42  51.09 65.84 | 0.632* 50.99* 63.98 73.99* | 0.562* 43.15* 57.69*  66.08
LLM-based systems
Clavié et al. [4] Gp135 40 | 0427 3692 43.57 51.44 0488  40.53  52.50 59.75 - - - -
Clavié et al. [4] crr4 40 | 0495 40.70 53.34 61.02 0.537 46.52 61.50 68.94 - - -
IReRa [5] n/a - - 56.50 66.51 - - 59.61 70.23 - - 57.04 65.17

with WarmupLinear learning rate scheme, learning rate S5e—5
and 10% of the data for the warmup window. The scale
hyperparameter is kept at its default value of 20.

We use the augmentation trick that we introduced in [16],
which is to either prepend or append (equally split) each
job ad sentence with another random job ad sentence during
training. The idea behind this augmentation strategy is to
overcome the fact that the synthetic job ad sentences tend to
focus on just one skill, whereas we want the encoder to be
able to effectively model multiple topics in its input. Note
that this augmentation technique is only applied to the job ad
sentences, not to skills or descriptions.

Contrastive learning with in-batch negatives has gener-
ally been shown to benefit significantly from large batch
sizes [22]. Therefore, we decided to focus on determining
the optimal batch size first, while keeping all other hyper
parameters untouched. Fig. 2 shows the results obtained
for the SkillSpan-ESCO development set for different batch
sizes. For each batch size, we trained three models with
different random seeds, and the standard deviation is shown
as error bars. Based on this analysis, we selected batch size
4,096 as optimal, given that it obtains the highest average
metric values, with lower standard deviation than observed
for smaller batch sizes. For further analysis of training
decisions, we refer to Appendix A.

The final model results on the test set of SkillSpan-ESCO
are shown in table 2. A detailed runtime and cost comparison
with the recent IReRa pipeline is provided in Appendix C.
The results demonstrate that ConTeXT-match outperforms
all other encoder-based methods, and even outperforms the
LLM-based systems on most metrics.

Finally, we calibrate the model predictions using the total
Skill-XL. development set. The optimal 7 was searched
between O and 1, with steps of 0.01. The value t
0.53 yields the highest F1 score of 0.4100, with an average
redundancy of 27.32%. We formally define the redundancy of
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a prediction as the highest fraction of true positives that can
be left out while still having the same clusters represented
by at least one label in the predictions. When applying the
intelligent filtering, in which the predictions are filtered based
on their token-level attention, the optimal threshold was
found to be 0.48, and an F1 score of 0.4389 was reached with
a significantly reduced redundancy of only 13.46%.

The calibrated model achieves an F1 score of 0.407 and
0.401 on the SKill-XLL. RANDOM and UNIQUE test sets
respectively, with a corresponding prediction redundancy
of 16.88% and 15.38%. These numbers serve as the first
baseline results for our new Skill-XL benchmark.

B. JOB TITLE NORMALIZATION

To train JobBERT V2, we start from the same base
sentence embedding model (based on MPNET [37]) as
we did for the skill extraction model.” We instanti-
ate the asymmetrical linear layer to project the original
768-dimensional representations to a 1,024-dimensional
space. To train JobBERT V2, we first enriched a large
number of job ads with ESCO skills using the final skill
extraction model. We randomly selected 100,000 job ads per
month (from January 2020 to December 2024) posted in the
United States. Note that we again applied the proprietary
algorithm to filter out irrelevant sentences. After removing
those ads that had fewer than five unique skills tagged,
we ended up with a dataset of 5,579,240 enriched job ads,
each consisting of a job ad title and the extracted set of
skills. The skills of a job ad are shuffled and combined into
one comma-separated text. Because of the limited context
window of the model (512 tokens), we decided to limit the
number of skills in a job ad to 25, which we achieve through
random selection when necessary. A resulting pair in the
training dataset may then appear as follows:

7https ://huggingface.co/sentence-transformers/all-mpnet-base-v2
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o Title: Oracle Apps CRM Technical Consultant

o Skills: think analytically, Oracle Data Integrator, data
models, computer technology, customer relationship
management, use ICT systems

TABLE 3. Performance comparison on the original JobBERT job title
normalization benchmark. Metrics include Mean Reciprocal Rank (MRR)
and recall at Top-K (RP@5, RP@10). Results of previous methods are the
reported scores. The recall is reported in percentage points.

Model MRR R@5 R@10
JobBERT V1 [7] 0309 38.65  46.04
Doc2VecSkill [27] 0341 4595  54.00
JD Aggregation Network [29]  0.387  49.24  57.22
JobBERT V2 (Ours) 0.390 50.08 58.47

We trained the model for one full epoch, with the InfoNCE
loss function, batch size of 2 048, scale of 20 and learning rate
S5e—5, and linear learning rate decay without warm-up. The
resulting performance is shown in table 3, from which can be
seen that the model outperforms all previous baselines even
with minimal hyperparameter tuning. This demonstrates the

TABLE 4. Token attention scores for each skill predicted, for three
different example sentences. Higher attention scores are visualized as a
stronger background color for the corresponding token.

(a) Lead the group in charge of cost and risk management objectives

cost management

lead ‘ the ‘ group ‘ in ‘ charge ‘ of‘ cost ‘ and ‘ risk ‘ management ‘ objectives

lead a team

leadl the ‘ group ‘ in ‘ charge ‘ of ‘ cost ‘ and ‘ risk ‘ management ‘ objectives

risk management

1ead‘ the‘ group ‘ in ‘ charge‘ of ‘ cost‘ and M management‘ objectives

(b) You will write software in Java, Python and C++

C++

you ‘ will ‘ write ‘ software ‘ in ‘java ‘ s ‘ python ‘ and ‘ c ‘ + ‘ +

authoring software

you ‘ will ‘ Write| software ‘ in ‘ java/|,|python ‘ and ‘ c ‘ + ‘ +

>

Java (computer programming)

you ‘ will ‘ write ‘ software ‘ in ‘java ‘ s ‘ python ‘ and ‘ c ‘ + ‘ +

Python (computer programming)

you ‘ will ‘ write ‘ software ‘ in ‘ java ‘ s ‘ python I and ‘ c ‘ + ‘ +

(c) Responsible for diagnosing, repairing, and maintaining cars

diagnose problems with vehicles

responsible ‘ for ‘ dia‘ gno ‘ sing‘ , ‘ repairing |, ‘ and ‘ maintaining ‘ cars

carry out repair of vehicles

responsible ‘ for ‘ dia‘ gno ‘ sing ‘ , ‘ repairing ‘ s ‘ and ‘ maintaining ‘ cars

maintain vehicle service

responsible ‘ for ‘ dia‘ gno ‘ sing ‘ , ‘ repairing ‘ s ‘ and ‘ maintaining ‘ cars
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power of the qualitative (skills) training data and the simple
yet effective training objective we proposed or JObBERT V2.

C. VISUALIZATION OF SKILL EXTRACTION

We can visualize the token-level attention scores of
ConTeXT-match to explain based on what tokens a skill
was predicted. Three sentences, alongside their predicted
skill tags and respective token-level explanation are shown
in table 4. An alignment study between these token-level
explanations and human rationales is reported in Appendix D.

VIl. CONCLUSION

In this work, we have introduced a scalable and efficient
approach to labor market analysis by tackling two of its
main tasks being skill extraction and job title normalization.
We proposed ConTeXT-match, a method that enhances
accuracy and explainability of skill extraction, achieving
state-of-the-art results with competitive performance and
significantly lower computational cost compared to the
LLM-based systems evaluated. While this work focuses on
skill extraction, ConTeXT-match is a general method that
can be applied to other extreme multi-label classification
tasks, offering potential gains in performance across various
domains.

Secondly, we train JobBERT V2, our second version
of JobBERT which also achieves the best performance for
the job title normalization task using a simple yet effective
training method, made possible by leveraging large-scale
high-quality skill data generated by our skill extraction
model.

Finally, we have developed and released Skill-XL, our
comprehensive skill extraction benchmark with sentence-
level annotations that explicitly address redundancy in large
label spaces. This benchmark serves as a new evaluation
framework that allows for measuring both the accuracy and
usefulness of skill extraction methods.

The efficiency of our skill extraction and job title nor-
malization model unlocks the potential for large-scale, real-
time labor market analysis in practical applications, which
is something that can be further explored in future research.
Extending the methods and results to non-English languages
remains an important topic for future work. By open-sourcing
both our models and the new benchmark, we aim to enable
further research and innovation in this field.

APPENDIX A

SKILL EXTRACTION ABLATIONS

Different adaptations to the skill extraction training mecha-
nism were compared against the final model. Their impact
is assessed on both development sets of SkillSpan-ESCO
in table 5, and we only report RP5 for conciseness, selected
for its lowest observed standard deviations.

In intervention (a), we replace the ConTeXT-match mech-
anism with a cosine similarity score between averaged skill
and sentence representations, as used in [16]. The large drop
in performance signifies the strength of ConTeXT-match.
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TABLE 5. Performance comparison of ablation interventions. Significantly
worse or better results are indicated with | or 1 (p < 0.05).

Intervention | House RP@5 Tech RP@5
‘ 67.568 & 0.779  81.489 + 0.882
Training objective

(a) No ConTeXT 58.989 £+ 1.352 | 74.341 £0.105 |

(b) No augmentation
(c) Asymm. loss

58.097 +1.375 | 77.044 £0.588 |
65.638 £ 0.284 | 81.637 £ 1.008

Training tasks
66.658 £ 1.057
67.960 £ 1.232

80.896 £ 1.557
75.600 £ 0.839 |

(d) No descriptions
(e) Add synonyms

Intervention (b) leaves out the prepend/append augmentation
during training, which also leads to a considerable drop in
performance. In intervention (c), the symmetrical loss Ly ¢
is replaced by only the forward loss Efc‘fgward. While this
incurs a significant loss on the HOUSE development set, the
performance on the TECH set remains comparable.

We also perform some analysis on the influence of the addi-
tional training task. Specifically, we drop the description-skill
matching task in intervention (d) and observe a moderate
drop in performance. Finally, we consider using the skill
synonyms provided in ESCO to create a third contrastive
training task of skill synonym matching. This third task uses
the same InfoNCE objective as the description-skill matching
task. As seen in intervention (e), this incurs a significant
drop in performance on the TECH set and a small but
insignificant performance increase on the HOUSE set. The
TECH set contains mostly technical jobs, leading to more
hard skills (like specific programming languages) and less
soft skills [11]. Inspection of the ESCO synonyms provided
for hard skills reveals some inaccuracies like listing “Live
Script” as a synonym for “JavaScript”, which is related but
synonymous. These inaccuracies are a likely cause for the
performance drop on the TECH set.

APPENDIX B

SKILL-XL EXAMPLE

Table 6 contains part of an annotated job ad from the
Skill-XL. development set. Each sentence is shown in a
separate row, and skills in the same annotation cluster are
separated by a semicolon.

APPENDIX C

ConTeXT-match COMPARISON WITH IRERAS

To compare ConTeXT-match with a modern LLM-based
system in terms of cost and quality, we evaluated it against
IReRa [5], a three-stage pipeline that combines a local
LLaMA-2-13B model,® a dense retriever and a re-ranking
step using OpenAI’s GPT-4 accessed through API. We create
predictions on the combined HOUSE and TECH validation
sets (136 unique sentences) and compare both the efficiency
of the process and the quality of the predictions.

8https://huggingface.co/meta—llamzn/Llama—2-13b-chat-hf
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A. EFFICIENCY COMPARISON

Both systems were deployed on Google Cloud Platform
(GCP) using on-demand resources.” The Llama model
uses floatl6 weights (stored on 2 bytes), so it requires a
minimum of 26 GB VRAM to use locally. IReRa was run
on an a2-highgpu-1g virtual machine (1 x A100-40 GB,
12 vCPU, 85 GB RAM) billed at $4.09 per hour, plus GPT-4
API usage at April 2025 prices ($10 per million input tokens,
$30 per million output tokens). In contrast, ConTeXT-
match was evaluated on an inexpensive e2—-medium virtual
machine (2 vCPU, 4 GB RAM) billed at $0.10 per hour. All
virtual machine prices include a 500GB boot disk and are
based on April 2025 pricing.

Both systems processed the combined 136 validation
sentences of the HOUSE and TECH benchmarks. ConTeXT-
match ran with a batch size of 8, averaging 1.1 seconds
per batch — about 7 sentences per second. The entire
run finished in 19 seconds and cost just $0.00053. The
maximum memory usage ran up to 2.2 GB. IReRa completed
in 14 minutes and 44 seconds, or roughly 6.5 seconds
per sentence, which comes down to $1.00 for compute
time. Because the current IReRa implementation does not
support batching, the GPU usage is not optimized, so the
$1.00 is an upper bound, and the throughput a lowerbound.
OpenAl usage added $3.06, totaling $4.06 for the IReRa
processing. These experiments show a cost reduction with
a factor of 1/7660 when using ConTeXT-match compared
to IReRa, as well as strongly reduced compute and memory
requirements. These results confirm that ConTeXT-match
delivers state-of-the-art skill-extraction quality without the
prohibitive costs and specialised infrastructure associated
with modern LLM pipelines, making large-scale, affordable
deployment feasible.

B. QUALITATIVE COMPARISON

To understand how both systems differ, we manually
inspected their outputs for the 136 validation sentences
and grouped the discrepancies into four recurrent patterns.
Throughout the discussion, predictions from ConTeXT-
match are shown in blue, while those from IReRa are shown
in violet. For IReRa we only consider the top—5 ranked labels,
mirroring a realistic downstream cut-off.

1) PRECISION VERSUS RECALL

ConTeXT-match exhibits a deliberate high-precision bias: it
almost never proposes a skill that is not textually or semanti-
cally supported. The flip side is occasional under-extraction.
For the sentence “Work on a mix of front-end, back-end
and cloud technologies.” the model yields {cloud technolo-
gies}, omitting the equally explicit front-end and back-end.
IReRa, in contrast, returns {cloud technologies, implement
front-end website design, design cloud architecture, manage
cloud data and storage, cloud security and compliance}.
It has a higher coverage, but three of the five predictions

9https://cloud. google.com/compute/all-pricing
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TABLE 6. Annotated example job Ad. Relevant sentences are annotated with skill clusters and specific skills. Non-relevant sentences are grayed out.

Sentence

Skills

Job Title:

Bigdata Architect (Data Modeling / Data Architect)

data models; create data models; de-
sign database scheme

Location:

location (Onsite)

Expertise in Hive, Big Data environments (Hadoop preferred), HBase,

Spark (Scala preferred but python is also ok)

analyse big data; data mining

Hadoop
SPARK

Scala

Python (computer programming)

Should have experience in scaling an application

distributed computing; decentral-
ized application frameworks

Extensive experience in Data Modeling

data models; create data models; de-
sign database scheme

Extensive experience in Data Architect

information architecture; manage
ICT data architecture

Should have strong Performance (compute and I/0) background

ICT performance analysis methods;
advise on efficiency improvements

Should have experience in UNIX shell scripting, Jenkins

configurations

use scripting programming

Jenkins (tools for software configu-
ration management)

Perform Code Reviews and understand the stack

conduct ICT code review

provide technical expertise; consult
technical resources

Follow best practices while coding

implement ICT coding conventions;
ensure adherence to organisational
ICT standards

Good Knowledge in Machine Learning and Data Science algorithms

machine learning; utilise machine
learning; ML (computer program-
ming)

algorithms; data analytics

Thanks & Regards,

name

Senior Executive

- International Consulting

organization

(‘design cloud architecture’, ‘manage cloud data and stor-
age’, ‘cloud security and compliance’) have no lexical anchor
in the sentence and would count as false positives.

2) LEXICAL STABILITY VERSUS SYNONYM PROLIFERATION

ConTeXT-match’s redundancy-filtering outputs a single
canonical form per skill, making the list compact and dedupli-
cated across the corpus. IReRa frequently emits several near-
identical variants, inflating the candidate set. For a simple
requirement such as “Fluent in written and spoken English”,
ConTeXT-match returns {English}, whereas IReRa offers
all of {English, write English, understand written English,
understand spoken English, communication}. While this
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boosts recall for loosely coupled downstream ontologies,
it pushes extra work to any consumer that must cluster the
five labels back to one concept.

3) HALLUCINATED ABSTRACTIONS VERSUS LITERAL
TOKENS

Driven by GPT-4 re-ranking, IReRa is prone to infer abstract
or industry-specific abilities that are only tangentially related
to the source sentence. From the prompt “Are you ready
to work in a dynamic and international team?” it proposes
collaborate on international energy projects and develop
international cooperation strategies. Conversely, ConTeXT-
match stays close to surface evidence, yielding the literal
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work in an international environment. While hallucinated
abstractions may reveal latent needs, they harm precision in
settings where textual faithfulness is mandatory.

4) ROBUSTNESS TO NOISY TOKENS VERSUS TOKEN
ARTEFACTS

ConTeXT-match occasionally seems less robust in case of
an abundance of punctuation, abbreviations or parentheses.
In the phrase “HTML and CSS (LESS, SCSS, PostCSS)”
it emits the skill JSSS. IReRa correctly outputs LESS and
SCSS.

C. SUMMARY

Qualitatively, ConTeXT-match fails mainly by omission or
minor token glitches, whereas IReRa fails by over-generation
and synonym duplication. For high-precision use-cases (e.g.,
automated profile completion) our model’s conservative
stance and ten-thousand-fold lower cost are decisive advan-
tages. When maximum recall is the overriding goal, IReRa’s
expansive, noisier outputs may be preferable, provided
that post-hoc clustering and human validation steps are
affordable.

APPENDIX D
INTERPRETABILITY STUDY: HUMAN ALIGNMENT OF
conTeXT-MATCH ATTENTION
In addition to quantitative accuracy, an important requirement
for industrial skill extraction systems is explainability.
Because ConTeXT-match produces token-level attention
weights for every predicted skill, we performed a small-scale
user study to verify whether those weights correspond to
the tokens that humans regard as most diagnostic. We drew
a random sample of 50 sentences from the development
split of Skill-XL. Two independent annotators from the team
were shown the sentence and a corresponding ground-truth
skill cluster. Annotators highlighted all spans of words they
considered an explanation word, i.e., a word or phrase that
justifies the presence of the given skill. The instructions
emphasized that noncontiguous selections were allowed and
that they should abstain if no token qualified. Each annotator
worked in isolation. We measured rank correlation between
the human binary vector h € {0, 1" and the ConTeXT-
match attention scores o € [0, 1]|)‘| using Spearman’s p,
computed per sentence and then averaged. The template
tokens of the model (beginning of sentence and end of
sentence) are not included in this annotation nor correlation
measurement. Where an annotator labeled no token, that
sentence was skipped for that annotator. The Spearman rank
correlation (p) between the model’s attention and Annotator
1 was 0.56, while for Annotator 2 it was 0.50. The spearman
correlation between the binary annotations of both annotators
was 0.60. These results indicate that the model’s attention
correlates positively with both annotators (mean p = 0.53),
approaching human-human consistency.

Table 7 and 8 visualize the human annotations next to the
ConTeXT-match attention scores for two specific examples.
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TABLE 7. Comparison of model attention scores () and human
annotation, for the sentence “Interact with different people of all ages
and backgrounds” and skill “communicate with elderly groups”. The
attention scores are indicated by the background intensity. Binary human
annotations are shown in bold.

[o% Annotator 1 | Annotator 2
interact interact interact
with with with
different different different
people people people

of of of

all all all

ages ages ages

and and and
backgrounds | backgrounds | backgrounds

TABLE 8. Comparison of model attention scores («) and human
annotation, for the sentence “You will also maintain strong relationships
with business partners to help shape requirements and provide both
analytical and technical support” and skill “build business
relationships”. The attention scores are indicated by the background
intensity. Binary human annotations are shown in bold.

[o% Annotator 1 | Annotator 2
you you you

will will will

also also also
maintain maintain maintain
strong strong strong
relationships | relationships | relationships
with with with
business business business
partners partners partners
to to to

help help help

shape shape shape
requirements | requirements | requirements
and and and
provide provide provide
both both both
analytical analytical analytical
and and and
technical technical technical
support support support

The human annotations in table 7 show that the skill is
attributed to the large majority of words in the sentence.
Correspondingly, the attention scores are spread out across
the tokens.

In contrast, table 8 shows a case where the skill is
clearly explained by one confined part of the sentence. The
model’s attention scores center around the same words, with
a particularly sharp signal on the token “‘relationships”.

These results demonstrate that the token-level explanations
produced by ConTeXT-match are both informative and, to a
large extent, intuitively plausible to human experts. Deeper
analysis into potential improvements can be done in future
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work by extending the number of samples and annotators in
this exercise.
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